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Abstract. The cost of developing robot teams can be reduced if they are de-
signed to exploit swarm techniques wherein, many simple units are used instead of
complex ones for performing a task. The challenge lies in sekcting an appropriate

control strategy for the individual units. To explore the e  ects of control strategies
and environmental factors on performance, we have conducted two sets of foraging
experiments using physical robots (the Minnesota Distributed Autonomous Robotic

Team). The rst set of experiments tested the e cacy of localizat ion capabilities, in

addition to the e ects of team size and target distribution. The second set tested the
e cacy of simple communication. We found that more complex ¢ ontrol strategies
do not necessarily reduce task completion times, however they can reduce variance
in performance.

1. Introduction

Designing a distributed robotic system using swarm technigies, whereby
simple units solve a complex task, is an attractive engineéng solution
for many reasons (Bonabeau et al., 1999). Each robot in the saym uses
simple local rules to decide its actions, without needing ap command
from a central controller or from any other robot. Analogousto software
design, there are obvious advantages to this approach, sudhs robust-
ness to individual failure, ability to scale with minimal tr actability
issues, low unit complexity, and decreased costs.

Complexity comes at a price, both in money and time, and by
minimizing the complexity, thus the cost, we hope to create asimple,
e cient, and tractable system. An application that highlig hts this point
is explosive ordinance disposal using teams of mobile robst(Nguyen
et al., 2002), or surveillance in military operations (Rybski et al., 2002c).
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Since these applications are potentially hazardous to thegbots, the key
design issue is to use inexpensive and disposable robots. \Welieve this

is a di cult issue to address, because the e cacy of the control strategy

depends not only on the speci c task, but also on the environnent in

which the task is performed, and on the hardware characteriics of the

robots. Additionally, care must be taken to avoid ine cienc ies caused
by interference among the robots and by redundant actions.

There are no generally accepted global criteria to evaluaten swarm
system's performance (notable exceptions are the measure$ exibility
in (Fukuda et al., 1998), and the measures of behavioral di éence
in (Balch, 2000)). From this, it follows that studies have to address
speci ¢ tasks, environments, and robots.

In this study, we are interested in determining the tradeo s between
performance, hardware complexity, and control strategiedor a speci c
task and set of robots. In order to explore this question, we hilt a group
of simple robots, the Minnesota Distributed Autonomous Robot Team
(MinDART) shown in Figure 1, to perform a foraging task. We chose
foraging, which is a well studied task, so that solutions andresults can
be compared more easily. The performance criterion we sel@d is the
time to complete the task, i.e. the time to collect the entire set of targets
and return them to home. All our experiments use physical rolots, as
opposed to simulated robots. As eloquently explained in (Hband and
Melhuish, 2000), we believe that a rigorous study of swarm itelligence
warrants physical robots, as opposed to simulated robots.

We conducted two series of experiments to compare the perfarance
of team sizes (1, 2, or 4 robots), control strategies (randonwalk, lo-
calization, and communication), and target distributions (uniform and
non uniform).

The rst set of experiments, Scalability and Localization considered
the e cacy of using localization versus random walk, the e ect of team
size and of target distribution. The second set of experimets, Com-
munication, compared the use of communication against random walk
with no communication. The communication methods we chose i@
simple recruiting mechanisms. We studied di erent types ofrecruiting
(re exive communication and deliberate communication) and studied
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Figure 1. The Minnesota Distributed Autonomous Robotics Team (MinDA RT) with
the infrared targets in front and colored landmarks in back. The MInDART robots
search for the infrared emitting targets in a search and retr ieval task. Landmarks
are used for homing and localization.

the e ect of the duration of deliberate communication (10, 20, and 30
seconds). In the communication experiments the number of rbots and
the target distribution remained the same.

We hypothesized that complex control strategies based on kaliza-
tion and communication would improve the time to task completion.
However, based on our experimental results, we found that dermin-
istic delays (time to localize, duration of communication duration)
and uncertainties introduced in the system by errors in locdization,
limited range and functionality of sensors, sensor malfuntons, etc.,
played a dominant role. As a result, a more complex control stategy
does not necessarily decrease the task completion time wharsed on
simple robots. However, it does help in achieving a more coistent
performance.

This paper is organized as follows. We start by reviewing relted
work in Section 2. Section 3 provides a description of the robts used
for the experiments, Section 4 details the two di erent control strate-
gies, Section 5 describes the robot control architecture, amely, the
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nite state machine and behaviors. Section 6 discusses theno sets of
experiments. Localization and scalability experiments ae discussed in
6.1, while communication experiments are in 6.2. Analysis bthe results
and conclusions are respectively in Section 7 and Section 8.

2. Related Work

Most research with multiple robots has focused on various fons of
collaborative work as detailed, for instance, in (Arkin and Bekey, 1997;
Cao et al., 1997; Matarc, 1995; Dudek et al., 1996). While ollaboration
may be essential for some tasks, we are interested in studyintasks
that can be done by a single robot, but where using multiple rdoots can
potentially increase performance by decreasing the time teomplete the
task and/or by increasing the reliability. Sample tasks include mapping
a large area (Thrun, 2001), placing a distributed sensor netiork (Earon
etal., 2001), cleaning up trash (Parker, 1996), or detectig odors (Hayes
et al., 2002).

Foraging is a well studied problem in biological systems (s& for
instance, (Seth, 2000)) and is widely used as a testbed for @sm
systems (see, for instance, (Drogoul and Ferber, 1992; Gdbérg and
Matarc, 2002) and our previous work (Rybski et al., 1998; Rybski et al.,
2002a)). For instance, Goldberg and Matart (Goldberg and Matart,
2002) de ne precisely the foraging task and present an empical eval-
uation of various of behavior-based strategies. Their expgments end
when a xed numbers of objects (14 out of 27) have been colleed,
while we run our robots to task completion. Labella (Labella 2003)
presents results on a similar task, where objects appear phbabilisti-
cally and the duration of each experiment is xed. The performance
measure is the number of objects collected, as opposed to thine to
complete the task we use in our study. In addition to these exgrimen-
tal studies, researchers have developed theoretical modebf foraging
behavior (Sugawara and Sano, 1997; Martinoli et al., 1999; &rman and
Galstyan, 2002).

Dudek et al (Dudek et al., 1996) propose a taxonomy of swarm
robots that takes into account swarm size, recon gurability, processing
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ability, composition of the swarm, and communication (range, topology,
and bandwidth). Our experiments explore some of those dimesions.

The e ect of group size are well studied. Beckers (Beckers eél.,
1994) noted a steep increase in the number of collisions betgn robots
as the number of robots increased, and identi ed this as the mjor fac-
tor responsible for performance deterioration. A quantitative analysis
of the tradeo s between group size and e ciency, based on simlation
studies, is in (Hayes, 2002).

The e ect of communication is not as well studied. There are d er-
ent forms of communication, that we can broadly classify as eplicit
or implicit. Explicit communication involves the direct ex change of
information between robots. It is commonly used with large obots
using a radio link, but has been also used, with more limited sccess,
in small robots that require proxy processing (Rybski et al, 2002b).

Implicit communication uses a form of indirect communication based
on cues from the environment. This form of communication, cded
stigmergyin the biology literature, is commonly used in robot swarms,
for example in (Arkin, 1992; Beckers et al., 1994; Holland ad Melhuish,
2000; Labella, 2003).) Stigmergy was proposed by Grass (@ss, 1959)
who noticed how insects modify the environment through ther activ-
ities, and how these modi cations become an indirect form ofcom-
munication between them. Because there are many insects, vm a cue
becomes available in the environment, sequential tasks cabe executed
by dierent insects without requiring each of them to complete the
sequence and without requiring any form of explicit commung¢ation or
task partitioning. This form of communication is common in natural
systems by a variety of solitary and social animals, even focomplex
tasks such as self-assembly (Anderson, 2002).

It is reasonable to assume that communication helps in foragg,
since it is a strategy that has evolved in nature. Examples iclude
the \dance" of the honeybee to communicate the direction of wllen
sources (Seeley, 1989) and the pheromone trails used by artis com-
municate the location of prey (Helldobler and Wilson, 1978). Since
robots are di erent from biological systems, the research gestion we
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address with our communication experiments is whether impkit com-
munication helps swarmns of robots and how much.

Our work on communication strategies has been inspired mo$t
by the theoretical model proposed by Sugawara (Sugawara an&ano,
1997) and by the simulation work of Balch and Arkin (Balch and Arkin,
1994). Sugawara's model accounts for the e ects of indirectommuni-
cation in foraging tasks. He performed simulation studies ad some
limited experiments with physical robots to support his model (Sug-
awara et al.,, 1999; Sugawara and Watanabe, 2002). An interd¢isg
aspect of the model is that it predicts that the duration of th e communi-
cation a ects performance, and that there is a critical duration at which
the performance is maximized, below and beyond which team péor-
mance deteriorates. Our communication experiments were dagned to
test this speci ¢ aspect of the model.

The study of Balch and Arkin (Balch and Arkin, 1994) on the ef-
fect of various communication strategies on three di erent tasks, one
of which is foraging was mostly conducted in simulation. The study
predicts that communication improves performance by reduing the
time spent wandering around. Our communication experimens were
designed to verify the improvement and quantify its amount.

Most of the studies on biologically-inspired communication strate-
gies use simulation as the main tool for study with little or no imple-
mentation on physical robots. While simulation is important and very
useful for establishing the potential of strategies, we beééve that it
is impossible to fully understand the bene t of stigmergy without an
implementation with physical robots.

This is supported by numerous studies. For instance, Eastorand
Martinoli report in (Easton and Martinoli, 2002) that in the ir stick
pulling experiments the performance on Khepera robots wasigni -
cantly lower than in simulation. They attribute this discre pancy to
sensor error and robot entanglement. It has been shown (seégr in-
stance, (Drogoul and Ferber, 1992)) that small changes in te behav-
iors of an individual robot can greatly modify the global behavior
of the group. We have encountered a discrepancy between siraied
and physical robot studies in our earlier research on reinfaccement
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learning (Hougen et al., 1998). This experience pointed ouhow the
di erence in randomness in a physical system from randomnes in
simulation was su cient to derail the learning process.

Studying robot control strategies from a rigorous experimeatal stand-
point with physical robots is important for at least two reasons. First,
it has been hypothesized that the richer is the physics, the isnpler the
behaviors can be (Holland and Melhuish, 2000; Brooks, 1986)This
hypothesis needs further testing. Second, unforeseen e & (such as
robot entanglement or hardware malfunction) are often ovetooked or
impractical for simulation, but have a signi cant impact wh en using
physical robots. While some of the e ects we observed may benique
to our hardware, we believe that by analyzing data from physcal
robots we can help uncovering the reasons for the mismatch Ihseen
predictions and reality.

3. Robotic Hardware

Each MIinDART robot, as seen close up in Figure 2, is construatd out
of LEGO Technic blocks, which are lightweight, easy to work with, and
ideal for rapid prototyping. The robot is 29 cm long by 24 cm wide by
37cm tall and has a dual treaded skid-steer chassis that alles the
robot to turn in place and translate at a speed of 01693 n¥s. The
gripper is an articulated cargo bay that grasps and transpots targets.
Bumpers, which are used for obstacle avoidance, are located the front
(just beyond the front of a robot's treads) and on the back. Infrared
sensors are mounted on each side of the robot and in the fronbtdetect
targets. Targets transmit an omnidirectional stream of infrared light
(modulated at 40 KHz) that is detectable at a range of approximately
70cm.

For one set of experiments, the robots were equipped with cadium
sul de (CdS) photoresistors to detect landmark light sources, which
were used for localization. In the other set of experimentsthe pho-
toresistors were replaced by a camera (CMUcam) to detect a dored
landmark, also used for localization. The camera also couldlso detect
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lightbulb beacons mounted on each robot, which served as a bary
form of communication among the robots.

CMUCam
Handyboard Beacon
Gripper
Infrared sens(
Bumper

Bumper

Infrared sensor

Figure 2. A MinDART robot constructed out of LEGO Technic blocks. The r obot
is 29cm long by 24 cm wide by 37 cm tall.

The CMUcam (Rowe et al., 2002) is a small CMOS-based digital
camera attached to a Scenix SX microprocessor which captussframes
and performs color segmentation on the image. Blob statists are com-
puted at the rate of 2-3 frames per second and sent to the robét
on-board computer, the Handyboard (Martin, 1998). The slow frame
rate is a limitation of the slow serial port (9600 bps) and clack speed of
the Handyboard, which is a 2MHz MC68HC11-based microcontrber
with 32K of RAM. The camera and Handyboard are powered by two
9.6V NiCad battery packs.
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4. Task Description and Control Strategies

In our version of the foraging task, robots locate a target inan enclosed
arena, pick up a target, and drop it o at a designated home ba®. The
task is completed when all the targets have been collected ahreturned
to the home base. The arena contains some obstacles. The tatg are
distributed in two di erent ways, either they are uniformly distributed
in the arena, or they are clumped in an area.

The size of the arena and the placement of the targets variedni the
two sets of experiments. For the localization experimentsthe arena,
which is shown later in Figure 5, had a rectangular shape and as
smaller. This was to ensure the robots could see the localiian land-
marks from any place within the arena. The initial placement of the
targets and robots for the two dierent target distribution s is also
shown later in Figure 6. For the communication experiments he arena,
which is shown later in Figure 7, was larger. This was to studythe e ect
of the limited communication range of the robots. The initial placement
of the targets and robots is illustrated in Figure 8.

4.1. Localization

In our rst set of experiments, localization was performed wsing as land-
marks three collinear light bulbs placed at known positions The light
bulb landmarks were identi ed by CdS photoresistors. The landmarks
are used to resolve the robot's X;y; ) position in a global frame of
reference.

Figure 3 illustrates the analytical solution to this locali zation prob-
lem. The values ofL1 and L, are programmed into the robot a priori
and are assumed to remain xed. The robot measures the angleto
the three landmarks with respect to its own orientation ( 1, », and

)L, thus 1=( 1 2 and 2=( » 3). After the angles and

, and the distance D to the landmark in the center are computed,
the robot's global pose &;y; ) can be calculated. In our approach, the
robot's orientation is measured with respect to the globalx axis.

! For the sake of clarity, only  is shown in the gure.
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Landmark-3

Let a= sin( 1):L1
Let b= sin( 2)=L»

. Robo Let c= coq 1+ 2)sin( 1)=L;
Letd=(b ©)=sin( 1+ »)
= 1=(a+ P
NI = (1+ 2) tan ‘(a=d)
= 2
| XxX=D sin( )
Landmark-2 y=D coy )

+tan My=x) 2
Landmark-1

Figure 3. Collinear landmark localization used by the robot. The line s connecting
the robot to each landmark represent the robot's line of sight. The position of
Landmark-2 is the origin of the coordinate system. The value s of a;b;c & d are
computed through algebraic manipulations involving the La w of Sines and various
other trigonometric identities.

To avoid problems due to symmetry and zero-crossings with te
transcendental functions, the landmarks are arranged outigle the robot's
operating area so that a robot always operates withinL, + L, along
the Y axis and in the positive X axis, at a distance so that ; and »
can always be measured with a resolution of 5 degrees.

This localization method typically estimates the robot's position to
within 25 cm and its orientation to within 5 degrees. However, it will fail
if it cannot resolve three distinct landmarks, such as when dandmark
is occluded. Another disadvantage of this method is the reince on the
presence of three collinear landmarks in the environment.

In natural environments, it is not possible to ensure the presence
of three collinear landmarks. One form of localization that doesn't
require this assumption is visual homing-based localizatin techniques
as discussed in (Lambrinos et al., 2000; Weber et al., 1999)We imple-
mented a visual homing based algorithm on our robots and expé@mnents
were conducted to test the accuracy of the two localization échniques,
given our hardware. The mean error and the standard deviation of
the estimations of x and y using homing and collinear localization are
summarized in Table I.

As can be seen, the localization method performs better tharthe
homing method and given the fact that our environment could be easily
engineered, we chose collinear localization for our expenients.
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Table I. Comparison of error rates of position estimation us ing collinear
landmark localization and homing-based localization. Due to the error, we
chose collinear landmark localization for our experiments.

Mean Error (cm)

Standard Deviation (cm) ’

X Y X Y
Collinear Localization 4.49 0.72 16.74 7.82
Homing Localization 19.44 18.89 15.70 11.66

4.2. Communication

In the second set of experiments, the robots communicate wit other
robots by illuminating their lightbulb beacons. This is a simple form
of communication, which is inspired by insect behaviors sug as re
ies, glow worms, etc. Beacons can be detected at a maximum rage
of 2.9 m. lllumination of a beacon signals does not provide a ans of
identi cation, thus robots simply treat each other as obstacles if they
collide.
Two di erent types of communication were tested:

A robot turned on its beacon while attempting to pick up a targ et.
Once the robot grabbed the target, the beacon was deactivath
We call this Re exive Communication, since it is a statement of
action, not a request for help.

A robot turned on its beacon when a target was sensed, but the
robot was unable to pick it up. The robot would stay motion-
less with its beacon on for a xed amount of time. We call this
Deliberative Communication, since it is a a deliberate request for
assistance. In our experiments, robots illuminated their keacons
using three di erent durations.
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5. Robot Control

Inspired by the successes of Brook's subsumption architeate (Brooks,
1986) and Arkin's motor schema (Arkin, 1989), the MinDART con-
trol system was designed to merge the two paradigms. Develaa in
the multi-tasking language Interactive-C 3.1 (Wright et al ., 1996), the
control software consists of a set of parallel sensory-motobehavior
processes. Each process is responsible for handling one reegt of the
robot's control code by mapping sensors to actuators. When grocess
is activated by a sensor (e.g. when collision detection is diwated by
a depressed bumper), the process tries to control the actuats. In
order to resolve con icts between the processes running ingrallel, each
process is given a unique priority, and control of the robot ges to the
process with the highest priority. This low-level behavior arbitration
strategy was chosen to provide rapid response to sensors aglas to
create a modular codebase.

Borrowing from motor schema, subsets of these sensory-matde-
haviors constitute the various states in the high-level nite state ma-
chine controller. Each state in the controller consists of aset of be-
haviors designed to solve a subtask of the robot's overall t8k. When
a state's subtask has been completed, the behaviors in thattate are
stopped, then the behaviors that constitute the next subtask are started.

5.1. Finite State Machine Controller

We divided the foraging task into three subtasks, namely, sarch, re-
trieve (which includes nding and grabbing a target), and return, which
returns the grabbed target to the home base. The subtasks coespond
to the states of the nite state machine controller, which is shown in
Figure 4. In the initial state, Find Target , a robot searches for targets
by wandering around the arena. In case of localization expéments,
the robot heads towards the position of a previously seen taget, if
any. Similarly, in communication experiments, robots execite random
search unless an activated beacon is detected. On detecting target
(with robot's infrared sensors), the control system switches to the Grab
Target state which is responsible for maneuvering the robot to grab
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the target. A successful grab switches the control toReturn Target
which is responsible for returning the robot to the drop-o |ocation.

Find Target

Infrared -» |Detect Target
. MotorsWFound

Bumpers -»
Grab Target

Timeout -» |Orient to Target
CMUCam-» |Search for Targets
A
Gripper —» Grasp Object
Timeout Redo Approach
Bumpers Avoid Obstacles
Infrared —» Approach Target Y _» Motors
Target Dropped

Return Target Target Grabbed

CMUCam-» | Release Object
Infrared —» | Detect Target

Bumpers —p | Avoid Obstacles
CMUCam—» | Head Home ——— Motors

Cannot Grab Target
Lost Target

Figure 4. The high-level nite-state machine controller used in our s earch and re-
trieval task. Labels on the arrows between the three states indicate state transition

events. Within each state, the corresponding sensory-motor behaviors are listed in
the order of precedence from top to bottom with the sensors listed on the left and
the precedence shown to the right.

5.2. Behavior Hierarchies

As stated above, each of the states consists of a subset of seny-motor
behaviors executing in parallel, vying for motor control. Behaviors op-
erate independently and are given access to the motors by anrlaiter,
based on priority. In Figure 4, the state Find Target contains a list of
its behaviors in order of priority, from the lowest Search for Targetsto
the highest Detect Target. Sensors associated with each behavior trig-
ger its activation. For example, triggering a bumper sensos activates
the obstacle avoidance behavior. Control of the motors is gien to the
currently active behavior with the highest priority.
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The following is a brief description of each of the sensory-mtor
behaviors of Find Target , as implemented in the localization experi-
ments. Search for Targetsperforms random search of the arena. looking
for targets or lighted beacons.Orient to Target directs the robot to-
wards the position of a previously seen target (or a lighted lzacon in the
communication experiments). Avoid Obstaclesdirects the robot away
from a triggered bumper. Detect Target monitors infrared sensors for
target signals, which stops the motors then triggers a statetransition
to Grab Target .

The four behaviors ofGrab Target are listed in order of priority in
Figure 4. They are as follows Approach Target aligns the target in front
of the robot and drives the robot forward (In re exive commun ication
experiments, the beacon is activated).Avoid Obstacle (di erent from
the Avoid Obstaclesbehavior in Find Target ) assumes bumpers are ac-
tivated by collisions with the target and attempts to center the gripper
on the \obstacle", as opposed to turning away from it. Redo Approach
moves the robot to approach a target from a di erent direction after
several failed attempts to grasp it. Grasp Object monitors the touch
sensor inside the gripper, which activates when the robot igrasping a
target. Upon activation, the motors are stopped, the grippe is closed
(for grabbing the target), and control switched to the Return Target

The behaviors of Return Target are listed in order of priority in
Figure 4. They are as follows.Head Homedrives the robot back to the
home base using the landmarksAvoid Obstaclesis identical to Avoid
Obstaclesin Find Target . Detect Target monitors the infrared sensors
for new targets. If a target is detected, the target locationis recorded
for future use. (In deliberative communication experiments, the robot
stops and activates its beacon for a xed amount of time in an dtempt
to recruit other robots to that location.) Release Objectis activated
when the robot reaches home with a target. The robot stops andirops
the target. The behavior then signals the nite state manage to switch
to Find Target
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6. Experimental Description

We conducted two distinct sets of experiments. In the rst set, we
varied the type of search strategy (using the ability to locdize versus
random search), the distribution of targets, and the number of robots.
This allowed us to test environmental factors, scalability, and the ef-
cacy of localizing targets versus random search. In the samnd set
of experiments, we varied the duration and intent of communtation
among the robots. Communication consisted of the illuminaton of a
robot's lightbulb beacon. The duration and conditions under which
communication occurred were varied in these experiments. sdescribed
in Section 4.2, communication was either re exive or delibeate.

Figure 5. The experimental environment was roughly 5:4m on a side. All experi-
ments contained nine targets and eight obstacles. Three lightbulbs were placed at
known locations and were used to determine position and orientation. Obstacles are
relatively lower in height and do not block a robot's view of t he landmarks but do
block a robot's view of the targets.
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6.1. Scalability and localization experiments

The objective of these experiments was to study the e ects ofocaliza-
tion based search and team size on the team performance. Thelots
started from a xed location, searched the given area for tagets, and
returned targets to one of three programmed drop-o zones. Kper-

iments were run with one-, two-, and four-robot con gurations. The
robots were not explicitly aware of each other, treating eab other as
obstacles if they collided. Targets were distributed eithe uniformly or

non-uniformly (i.e. all placed in one far corner of the arend?. The

arena was a S m? area with obstacles. Three lightbulbs, detectable
with CdS photoresistors, served as landmarks for localizabn and as
a home base. Obstacles occluded targets but not landmarks.ifure 5
illustrates the experimental setup. For each of these con grrations,

experiments were run with and without localization. Figure 6 shows
the initial placement of the targets and robots for the uniformly and

non-uniformly distributed target experiments.

Fc'c'.' oo ®

. RAARA . mmAR
\
Target t‘jrop off zones Target drop off zones
R Q @ 9 Q 0
Uniform environment Non-uniform environment

Figure 6. Diagrams of the experimental environments showing obstacles, initial
placement of targets, target drop-o areas, and initial sta rting locations for the
robots. The area is approximatively 5 :4m?.

2 The non-uniform distribution for localization and communi cation experiments
are di erent due to the di erences in the search mechanism as well as the size of
the arena. The targets were clumped in a corner during localization experiments,
but for communication experiments, the targets were placed further apart and more
central to the arena. In both cases, these locations were sedcted to make detection
of the targets more di cult.
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Localization was used to record the location of a sensed tagg when
the robot already had one in its gripper. After dropping a target at
home base, the robot either returned to the location of a preiously
observed target, if it had encountered one, or executed ranam search,
if it had not.

Prior to experimentation, we hypothesized that the ability to lo-
calize would improve performance for the experimental setp with
non-uniformly distributed targets. Our reasoning was that the robots
would spend less less time in random search once they learnedhere the
targets were located. While the time of the rst encounter with a target
is still completely random, the robot will most likely observe the other
targets in the nearby vicinity. Thus, it would directly head back there
after every subsequent drop-o . In contrast, localization would provide
little benet, or even hinder the robots, in the setup with un iformly
distributed targets because the robots are less likely to ecounter other
targets on their way back to the home base.

For each of the experiments, we recorded the time when a robot
returned a target to a drop-o zone and averaged the values oer
ve runs. The e ects of localization on team performance is eident
from Table Il which shows the task completion times (averagetime
in seconds taken to retrieve all targets starting from the time when
the rst target was dropped o), as well as the standard deviation in
completion times across all trials.

Measuring the time from when the rst target is dropped o, as
opposed to from the start of the task, reduces the variabiliy between
experiments, and more accurately shows the e ects of locatation on
the team's performance. Before discovering the rst target all of the
robots wander randomly and as such, there no di erence betwen local-
ization and non localization methods. The strategies di er only after
the rst target has been detected.

The left half of the table contains results for uniformly distributed
targets, while the right half is for a non-uniform distribut ion. Results
across columns dier by team size and rows dier by the strategy
(localization vs no localization). Results in Table Il correspond to no
localization trials (top row), localization trials (middl e row), and in-
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stant localization trials, where localization was used butthe processing
time was factored out (bottom row).

Table Il. The table lists the mean time to drop 0  nine targets starting from
the time of the rst target drop o in seconds (top half) and th e corresponding
(" variance) standard deviation (bottom half) across all trials. Column s dier
by team size and rows di er by use of localization. The left an d right half of the
table di er by uniform and nonuniform target distribution,  respectively. Star (*)
indicates statistically signi cant di erence at the 95% co n dence level between
that speci c localization strategy and the no localize results in the same column.

uniform nonuniform
# of robots 1 2 4 1 2 4

no localize 873 412 326| 1533 901 492
mean localize 1050 440 313| 1687 913 471
instant localize 935 440 293| *1028 *642 *338

D no localize 154 58 56 228 230 95
variance localize 294 94 85 242 *78 54
instant localize 314 94 63 278 *80 51

During localization, a robot remained stationary for 18 seonds.
This slow speed is the result of the interpreted nature of Ineractive-C,
absence of an FPU (oating point processing is done in emuldbn),
and Handyboard's 2MHz CPU clockspeed. This 18-second delalgad
a signi cant e ect on the overall time for task completion, a s re ected
in the localize versusinstant localize times in Table II. Instant local-
ization was determined by factoring out this 18 second delayfor each
localization operation. By factoring out localization overhead, we can
determine the potential time savings due to the localization technique.

T and F tests were run to determine the signi cance of performance
bene ts due to localization. Non-localization (i.e. random search) com-
pletion times were compared to both localization and instar local-
ization times. All of the robot trials with the instant local ization and
non-uniform target distribution were statistically signi cant at the 95%
con dence interval (one-tailed, two-sample t test, p = 0.0072, p =
0.0321, andp = 0.0094 for the one-, two-, and four-robot cases, respec-
tively), while the task completion times for regular localization were
not statistically signi cant. The variance of the two-robo t localization
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with non-uniform target distribution experiments was stat istically sig-
ni cant for both the regular and instant localization cases at the 95%
con dence interval (one-tailed, two-samplef -test, p = 0.0303 andp =
0.0325 for the 18-second and instant localization cases, spectively).

Table Ill. The table lists the mean time to drop o eight targets starting
from the time, of the rst target drop o in seconds (top half) a nd the cor-
responding (' variance) standard deviation (bottom half) across all trials.
Columns di er by team size and rows di er by use of localizati on. The left
and right half of the table di er by uniform and nonuniform ta rget distri-
bution, respectively. Star (*) indicates statistically si gni cant di erence at
the 95% con dence level between that speci ¢ localization s trategy and the
no localize results in the same column.

uniform nonuniform
# of robots 1 2 4 1 2 4

no localize 696 330 275| 1377 746 415
mean localize 801 342 248| 1388 815 405
instant localize | 696 338 237| *777 548 *262

o no localize 114 39 80 195 253 86
variance localize 206 89 100| 195 *51 *31
instant localize | 169 84 90 | *72 *83  *27

During experimentation, we observed a diminishing return o lo-
calization relative to the number of targets remaining. When many
targets remained uncollected, a robot was more likely to enaunter
one, thus more likely to employ localization to return to the store of
targets. When only one target remained, we observed that a root
rarely identi ed the last remaining target on its return hom e. Thus,
as is the case in nding the rst target, robots could not make use of
localization in nding the last target and resulted to rando m search.
In light of this observation, we examined collection times br 8 targets,
starting from the drop-o of the rst. The results are shown i n Table Ill.

It was discovered that the two- and four-robot 18 s localizaton cases
had variances that were statistically smaller than the corresponding
no localization cases (one-tailed, two-sampld test, p = 0.0044 and
p=0.0383 for the 2- and 4-robot cases, respectively). The meae for the
one- and four-robot instant localization cases are statigtally signi cant
(one-tailed, two-sample t test, p=0.0006 and p=0.0071 for the one-
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and four-robot cases, respectively) and the mean for the twaobot
instant localization case is nearly-statistically signi cant (one-tailed,
two-samplet test, p=0.0796). The variances for all of the instant local-
ization tests were statistically signi cant as well (one-tailed, two-sample
f test, p=0.0399, p=0.0256, and p=0.0225, for the one-, two-, and four-
robot cases, respectively). These results show a decreasethe variance
for all the cases up to the 8th target drop-o . This supports t he observa-
tion that, as the number of targets in the non-uniform case dminishes,
it becomes increasingly less likely that the robot will obseve the last
one and be able to nd its way back to it.

As expected, there was no bene t to using localization when etriev-
ing uniformly distributed targets, and there was even some égradation
in performance. This was partly due to error in localization and the
time spent homing in on a previously located target that had dready
been picked up by another robot.

In addition to completion time, we analyzed target search time,
which is the time it takes for a robot to nd a new target once it had
dropped one o . Our ndings are summarized in Table IV. Once again,
search times of experiments run without localization were ompared
both to localization and instant localization search timesfor statistical
signi cance. For this data, the means of all three of the instant localiza-
tion with non-uniform target distributions were signi can t (one-tailed,
two-samplet test, p = 0.0085, p = 0.0032, and p = 0.0371 for the one-,
two- and four-robot cases). The variances of the two- and fortrobot
localization cases were statistically signi cant (one-taled, two-sample
f test, p = 0.0006, and p = 0.0125 for the two-, and four-robot cases).
The variances of the two- and four-robot instant localization with
non-uniform target distributions were also signi cant (on e-tailed, two-
samplef test, p = 0.0004, and p = 0.0004, for the two- and four-robot
cases). All other localization results (instant or otherwise) were not
statistically signi cant from the corresponding non-localization results.

To evaluate how team size a ects performance, we calculatedhe
speed-upS, and e ciency E, for the two- and four-robot teams, which
are de ned as follows (the terminology is borrowed from the £rminol-
ogy used to measure the performance of parallel algorithmsKumar
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Table IV. The table lists the meag return-to-target time in s econds
(top half) and the corresponding ( variance) standard deviation (bot-

tom half) across all trials. Columns di er by team size and ro ws di er

by use of localization. The left and right half dier by unifo rm and
non-uniform target distribution, respectively. Star (*) i ndicates statis-
tically signi cant di erence at the 95% con dence level tha t specic

localization strategy and the no localize results in the same column.

21

uniform non-uniform
# of robots 1 2 4 1 2 4
no localize 83 57 64| 150 181 142
mean localize 96 65 79| 131 139 152
instant localize | 89 65 72| *78 *86 *94
b no localize 65 36 57| 104 136 100
variance localize 101 55 54| 96 *77 *63
instant localize 99 55 51| 93 *57 *49
et al., 1994)):
t S
Sn = _1 En = =n
th n

where n is the number of robots andt, is the average time it takesn
robots to retrieve all targets. Speed-up re ects a factor ofimprovement
given more robots. A system is said to have linear speed-up B, = n,
superlinear if S, > n, and sublinear if S, < n. E ciency re ects a

relative improvement. In other words, as the name implies, i re ects
how e ciently the system uses the additional robots. Typically, systems
become less e cient due to interference as more robots are atkd.

As with parallel computing, the expected speedup is sublinar (and,
consequently, the e ciency less than 1), since when multipe units op-
erate on the same problem it is inevitable to have some redurghcy in
their work. Rarely the e ciency is greater than 1. When this h appens
it means that the multi-robot system exploits some additional synergy
among the robots, which produces a behavior that is better tlan the
behavior of each individual robot.

Results are shown in Table V, and as expected, the e ciency of
two-robot teams is better than the e ciency of four-robot te ams, since
with four robots interference is more likely.
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Table V. Speed-up and e ciency for two- and four-robot teams based on
comparison of task completion times. E ciency values of 1 in dicate linear
speed-up, less than 1 indicate sublinear.

uniform non-uniform
2 robots 4 robots 2 robots 4 robots
S, =3 Sy E4 S, E. S4 Ea

no localize 2.04 102|250 062|158 0.79| 285 0.71
localize 232 116|322 081|186 093|322 0.81
instant localize | 2.00 1.00| 2.89 0.72| 1.66 0.83| 2.69 0.67

6.2. Communication Experiments

The setup for the communication experiments was similar to hat of the

localization experiments. The main di erence was the use ofa single
colored landmark, which robots identi ed with the CMUcam, i nstead of
the three collinear light landmarks in the previous experiments. Since
the robots did not explicitly localize, the three landmarks were not
needed for these experiments. The targets were distributeéh a single
non-uniform distribution in the corner of the environment f urthest from

the drop-o location. All experiments were run with four rob ots.

Figure 7 shows a view of the setup and Figure 8 shows the initia
placement of the targets and robots. Robots communicated byurning
on their lightbulb beacons which attracted other robots. Beacons could
be seen at a maximum range of ® m. Communication varied by intent
and duration as described earlier.

For these experiments, we usedNo Communication as a baseline.
We comparedRe exive Communication, whereby a robot turns on its
beacon while trying to pick up a target, to Deliberative Communication,
whereby a robot turns on its beacon when it senses a target thait is
unable to pick up. For deliberative communication we tested three xed
communication durations: 10s, 20s, and 30s.

We hypothesized that any and all forms of communication woud
provide a performance enhancement, due to less time spent imndom
search. Similar ndings are reported in the simulation work of (Balch
and Arkin, 1994). We also predicted that deliberative commuica-
tion would provide the most bene t and that there would be a peak
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Figure 7. The environment in the communication experiments was appro ximately
7m x 8m. All experiments contained nine targets and eight obstacles. As before,
the obstacles were relatively low and did not block a robot's view of the landmarks
or of each other. However, they did block a robot's view of the targets.

or plateau in the duration, as seen in the simulation work of Sug-
awara (Sugawara and Watanabe, 2002). In other words, we predted
that there would be an ideal communication duration that would max-
imize performance, and any duration longer than that would ot en-
hance performance any further.

For each of the experiments, the time when a robot returned a arget
to the drop-o0 zone was recorded and averaged over ve runs. &ch
experiment was run until all nine targets were retrieved. Wecompared
the times between the dropping o of the rst and eighth target, to
discount the times in the experiment when communication hadlittle
e ect. Figure 9 shows the means and standard deviations of thse times.

The left graphs of Figure 9 and of Figure 10 plot the means and
standard deviations of task completion and of search timesyespec-
tively. The graphs re ect a slight performance benet from t he use
of all forms of communication, but, surprisingly, nothing statistically
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Figure 8. Diagrams of the 7m x 8 m experimental environment showing obstacles,
initial placement of targets, and initial starting point fo r the robots. The drop-o
area is the same as the robot starting point.
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Figure 9. Means and standard deviations of the times to complete the ta sk for each
of the communication strategies. The standard deviation gr aph, on the right, shows
a discernible trend. The labels on the x axis stand for the di erent communica-
tion experiments. None=none, Ref.=re exive, Del.10=10s d eliberative, Del.20=20s
deliberative, Del.30=30s deliberative.

signi cant. However, the variance of both have a very obviows trend, as
can be seen from the right-hand graphs of Figures 9 and 10. Afiough
f -tests show no statistical signi cance at the 95% con denceinterval,
the variance of the 20 second communication trials were veryclose
to being signi cant (one-tailed, two-sampled f test with p=0.0682 and
p=0.0511, for time to completion and target search times, repectively).
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Figure 10. Means and standard deviations of the times the robots took to retrieve
a new target after dropping one o (i.e. target search time) f or each of the commu-
nication strategies. Again, we see a discernible trend in the standard deviation, as
shown in the graph on the right. The labels on the x axis stand f or the di erent

communication experiments. None=none, Ref.=re exive, De 1.10=10s deliberative,
Del.20=20s deliberative, Del.30=30s deliberative.

To analyze how the duration for the re exive communication ex-
periments ts into the trend of variance, we recorded the light-on
time for each communication occurrence. The average lightn time
was approximately 16s with a standard deviation of 116s, but the
distribution is not Gaussian, as seen in Figure 11. Insteadit clusters
around 5 and 10 s (the mode of the distribution is 5s). This impies that
re exive communication is part of a trend that suggests a corelation
between duration and variance. This leads to an obvious qué®n as to
why the increase in variance after a steady downward trend fosmaller
durations. We believe that it is related to robot-to-robot i nterference.

To explain a correlation between variance and duration, we doked
at the intricacies of communication. The CMUcam turrets can rotate
360 and survey the robot's surroundings in 5 seconds, howevert may
take several rotations to detect a beacon. The probability ¢ detection
decreased with distance and became zero at2m. Once a beacon is
found, the robot must rst rotate to face it, then the robot ho mes in
until the beacon is turned o . A robot can rotate 180 in 5 seconds and
can translate at a maximum of 017 m=s. Once a homing robot reaches
a communicating robot, a potential for interference occurs Using these
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Figure 11. Histogram of the beacon-on times observed in the re exive communica-
tion experiments. It shows that the majority duration was in  the 5 to 10 s range.
This gives a sense of comparison to deliberative communicaton where on-times were
xed.

ranges and approximating probabilities for the time to nd a beacon,
to rotate, and to home in, we calculated the mean interferene time for
each of the deliberative experiments as

S s 30m

E(x) = p(i;jjk) (C Bi O Dy=:17m)

i=0 j=0 k=0
where p(i; j; k ) is the probability of (i j ~ k), C is the communication
duration, B is the time to nd a beacon, O is the time to rotate the
robot's body to aim at the beacon, andD is the distance between the
robots. Probabilities were uniformly distributed across O and D, but
were varied acrossB. The greater the distance between robots, the
higher the probability that multiple rotations were requir ed to nd the
beacon. From these, an estimate of the amount of time a robot vil
interfere with another can be calculated. These results andhe mean
travel time (i.e. the average time a homing robot travelled toward a
communicating robot once it was oriented), are shown in Tabé VI.

The mean interference times are overestimates because, feimplic-

ity, we did not factor in obstacle avoidance. Additionally, the probabil-
ity of interference is a ected by the robots' and target's position. If a
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Table VI. Interference time is the time the homing robot will interfere with

the communicating robot. Travel time is the time the homing r obot takes to
home in on the beacon after it is oriented. Interference time s are overestimates
because we did not factor in obstacle avoidance.

Communication Duration

10 seconds 20 seconds 30 seconds
Mean Interference Time 0.9971 5.8964 13.8634
Mean Travel Time 2.8500 11.7006 21.6406

target is detected before the robot reaches the beacon, taaj acquisi-
tion takes precedence, but it may be the case that the commumating

robot stands between the homing robot and the target. Tying this back
in with our discussion relating variance to duration, we beieve that 20 s
signi es a peak. Once the communication duration exceeds tis time,

the probability of robot interference as a result of this communication

increases signi cantly (mean interference time doubles fom 20sto 30s
as shown in Table VI), introducing more variance into the sygem.

The resulting interference takes three forms: (1) The homiig robot can

interfere with the communicating robot and delay its return home. (2)

The likelihood that multiple robots will make it to the commu nicating

robot increases, thus they can interfere with each other whe grabbing

a target. (3) The communicating robot can act as a barrier betveen the
homing robot and the target, and potentially force the homing robot

away from the target as it executes obstacle avoidance.

7. Discussion

As shown in the experimental results, the mean completion tines for
foraging using localization were not signi cantly dierent from the
random-walk mean completion times. This was not unexpectedjiven
the long duration of the 18s localization process. Signi catly faster
results were only found when the time to localize was factorg out
completely. In practice, instantaneous localization woutl be impossible
to achieve, as some processing power would have to be dediedtto
localization and to the subsequent navigation commands. Haever,
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it is reasonable to assume that the 18 seconds could be sigantly
reduced. In preliminary testing, for example, by using the GMilUcams
to localize on three unique and collinear landmarks, we haveeduced
the localization time down to 5s. While this is an improvemert over
18 s, the overhead of repeated invocations of the localizaih routine still
noticeably reduced performance as compared to instant lodaation.

The communication experiments were designed to test the robt's
abilities to lead each other to a single clump of targets. Dueto the
simple hardware of the MinDART robots, the only reasonable @mmu-
nication method was an attracting beacon, which would dired the other
robots toward the targets. The longer the beacon was illumimted, the
more likely that other robots would see it, but like the localization strat-
egy, deliberative communication required that a robot stay stationary
while recruiting others. This delay was the tradeo for time spent in
random search, analogous to the localization experimentsalthough in
the communication experiments, other robots were potentidly bene-
ting from the delay of the one. In addition to this delay, fai lures in
communication impacted the time to complete the task.

We identi ed some of the failure points during communication and
depicted them in Table 12. Figure 12(a) demonstrates that the prob-
ability of successful communication (i.e. the ability to see the beacon)
is inversely proportional to distance. Even when two robotsare in
close proximity, successful communication depends upon #ir relative
headings. If the homing robot is facing away from the communtating
robot, as shown in Figure 12(b), it may not be able to orient itself
before the beacon is turned o. If a robot does successfully tme in
on a communicating robot, the target may be occluded, as degted in
Figure 12(c). If the two robots make contact, the homing robd may
turn away from the target as it executes obstacle avoidanceFinally,
a common source of noise is inter-robot interferences, adubtrated in
Figure 12(d). This becomes particularly troublesome when obots are
drawn to the same area by some attractor, such as a beacon.

We could claim the points of failure for communication, as ou-
lined above, are implementation details that can be addressd with
more sophisticated hardware or better engineering, but disounting im-
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Figure 12. Various sources of noise and error in the system which a ect the team's
performance during communication experiments. (a) Probab ility of communication
decreases with distance. (b) Angle to beacon aects probability of homing. (c)
Robots can occlude targets while communicating. (d) Interf erence when trying to
grab targets

plementation details raises an important issue. These im@mentation
details are precisely why we think real robots are necessarfpr this type
of analysis. It is too easy to discount or underestimate the ects of
even simple implementations on real hardware. For examplein (Balch
and Arkin, 1994) communication was shown to improve perfornance,
but nearly all of the experiments were done in simulation whee the
e ects of speci ¢ actions on the performance of the system (sch as co-
operative carrying or consuming of a resource) can be abstcied away.
The details involved in physically implementing a system wtlich can
carry heavy objects or can consume liquid from a spill may a &t the
performance of the team in ways that those results did not ilustrate.
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Considerable engineering e ort may be necessary before theobots
would be able to e ectively achieve their tasks at the rates eported in
their work.

As a point of comparison, consider a MinDART robot that executes
a collection of behaviors to align itself to a target when in the Grab
Target state. The time it takes a robot to pick up a target is heavily
dependent on the interaction between a robot and its enviroment. To
better quantify this, the times that the robots turned their beacons on
in the re exive communication experiments, as illustrated in Figure 11,
were also the times that the robots spent in theGrab Target state.
As can be seen, these times were quite varied, which illusttas the
complexity that can arise from a simple operation implemened on
robots operating in the real world.

Typically, it is the assumption of designers that di cultie s with
software and hardware implementations can be engineered twf the
system. We contend that, while this may be true, our ndings suggest
that the cost of implementing more complex control strategies may
easily outweigh the performance bene ts. This seems partiglarly true
for small robots. We believe our ndings are validated by the work done
in simulation, particularly by Balch and Arkin (Balch and Ar kin, 1994)
mentioned above. They concluded that simple communicationoften
provides the best performing robots, but sometimes no commmuication
performs just as well. We believe that once you carry robotis into the
real world, some improvements in performance found in simwtion get
reduced by the noise and errors of implementation.

We do not think our work stands in contrast to the simulation r esults
that other researchers have found. Rather, we think they stad as a
caution to designers to question the results of simulationlf the bene ts
are minimal and consistency is not an issue, then less sophisated
control strategies may be more appropriate. We think this is particu-
larly true for small-scale robots that tend to have less proessing power
and cannot accommodate large sensors such as laser scann&warm
robots typically fall into this category, therefore we believe this is a
particularly important message for the swarm community.
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8. Conclusions

We studied the e ects of enhanced capabilities (i.e. locakation and
communication) of a robotic team performing foraging, as wé as the
e ects of varied team size and target distribution. We compaed these
enhanced capabilities against a baseline of a random-wallearch strat-
egy. We hypothesized that localization and communication vould de-
crease the time the robots spent randomly searching their erironment
and would improve overall performance. While we anticipatel an over-
all decrease in the time needed to complete the task, we did ncee
a statistically signi cant improvement compared to the baseline. In-
stead, what we found was a signi cant decrease in the variane of the
task completion times, due to the robots spending less timeandomly
wandering.

In the case of localization, the team performance was greatla ected
by the processing cost of localization (18s), which we cle&y showed
through our instant localization analysis, which factored out this de-
lay. These performance benets were seen only for the non-uform
target distribution setup, as was expected. In the case of ammunica-
tion experiments, we believe communication failures gredy impacted
performance. We identi ed many of these points of failure ard detailed
how they might have a ected the results.

For both the localization and the communication experiments, we
attribute the lesser variance to the reduction of random se&ch for tar-
gets. With localization capabilities, robots can follow a drect path to
the targets from home base (although, not entirely direct, & obstacles
stand between home base and the targets), as opposed to ranahdy
happening upon them. Our analysis of target search times syports this
conclusion. With communication capabilities, robots haveto randomly
wander into the communication range of another robot, but are then
drawn directly to targets when attracted by a communicating beacon.
We examined this process closely, analyzing average homirdjstances
and interference times, which supports our conclusion thata 20s com-
munication duration represents a minimal point of variance. Durations
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beyond this greatly increase the probability of robot interference, which
negatively impacts the consistency of the system.

Other researchers have found a critical communication duréion rel-
ative to the performance of robotic systems (Sugawara et a].1999). In
their experiments, the duration of the communication was anexponent
of a power law that re ected how the task completion time was related
to the number of robots. Our results show that there exists a citical
communication duration relative to a performance measure bvariance,
as well. For future work, we will explore how robots might dynamically
adapt to their environment and tune their communication dur ations to
optimize the team's overall performance. This learning capbility would
require upgrades in the processing and communication systes. Such
upgrades would facilitate a robot's ability to share more information
such as intentions, therefore teams could collaborate at aiggher level.

In addition to the e ects of localization and communication, we
looked at the e ects of team size. As expected, we saw a dimishing
return in performance as more robots were added. This is supgrted by
the analysis of the speed-up and e ciency. It is interesting to note that
multi-robot systems were more e cient in the uniform target distribu-
tion setup, as opposed to the non-uniform. Certainly, when astrong
attractor exists in the environment (i.e. a large collection of targets in
one location), it increases trac in that area, thus the pote ntial for
robot interference increases. Thus, uniform target distrbution experi-
ments have two conclusions { for this setup, localization isine ectual
and larger teams are more e cient. This highlights the notion that it
is important to know your environment when designing a multi-robot
system.
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