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Abstract

Resource discovery is an important processfor finding
suitable nodes that satisfy apgicationrequirementsin large
loosely-couped distributed systems.  Besides inter-node
heterogeneity, many of these systems also show high de-
greeof intra-node dynamism, so that seleding nodes based
only ontheir recently observed resource @peciti es canlead
to poa deployment dedsions resulting in apgication fail -
ures or migration overheads. Howeve, most exsting re-
source discovery medcharisms rely only on recent observa-
tions to achievescalabhility in large systems. In this paper,
we propacse the nation of a resource bunde—a representa-
tive resource usage distribution for a group d nodes with
similar resource usage patterns—that employs two comple-
mentary tedhniques to overcome the limitations of exsting
techniques: resourceusage histogramsto provide statistical
guarantees for resource @pacities, and clustering-based
resource ggregation to achieve scalahbility. Using trace-
driven simulations and daa andysis of a month-longPlan
etLabtrace we show that resourcebundes are able to pro-
vide high accuracy for statistical resource discovery (up to
56% better predsion than wsing only recent values), while
achieving high scalahbility (up to 5% fewer messages than
a nonaggegation dgorithm). We also show that resource
bundes are ideally suited for identifying group-levé char-
acteristics auch asfinding load hdspots and estimating to-
tal group capecity (within 8% of actual values).

1 Introduction

Recent yeashave seenincreasing use of loosely-couped
distributed platforms for scientific computation [3, 12, 1],
data sharing and dssemination [4, 7, 8], and experimental
testbeds [5]. For instance, computational grids provide ac
cesstolarge clledions of idle computational resourcesthat
have enabled large-scde deployments of high-performance

and resource-intensive goplications[3, 2]. File and content
sharing applications [7, 8] exploit the use of spare band-
width and storage cgadty for scdable data dissmination.
PlanetLab [5] is ancther example of a large mlledion o
heterogeneous, dynamic resources that are used for deploy-
ing and experimenting with large-scde network applica
tions. In the nea future, home gpliances and persona ap-
pliances are expeded to be mnreded to the Internet [14],
providing further oppatunities to tap into their computa-
tional power for such large-scde aoperative gpplicaions.

While such platforms are highly attradive due to their
low deployment cost and inherent scdability, they are dso
highly heterogeneous and dyramic [10]. The nodes par-
ticipating in such platforms differ widely in their resource
cgpabiliti es such as CPU spedls, bandwidth, and memory
cgoadty. As a result, resource discovery is often used in
such large-scde systems to find suitable nodes that satisfy
applicationrequirements. Many existing resourcediscovery
systems[15, 11, 10, 18] rely onthe recent resource cgad-
tiesof individual nodesto make their deployment dedsions.

However, resource dl ocaion dedsions based oncurrent
status of nodes have severe limitationsin these systems, be-
cause of the presence of intra-node dynamism in addition
to the inter-node heterogeneity. Individual nodes can have
widely varying resource cgabiliti es due to varying loads,
network conredivity, churn, or user behavior. For instance,
a resource usage study o PlanetLab [16] has shown that
nock resource caabiliti es fluctuate on the order of abou
30 minutes. Such dyramism in nocde-level resource cgac
ities makes it difficult to deploy long-running services and
applicdionsthat need consistent resource avail ahility to en-
sure desired performance and avoid disruptions or migra-
tion owerheads.

To hande the inherent heterogeneity and dyremism in
such systems, the resource discovery processemployed in
such systems must be ale to provide statistical guarantees
on application resource requirements. Whil e incorporating
longterm resource avail ability informationis likely to im-
prove the resource discovery dedsions substantially [16],



most existing resource discovery systems use only the re-
cent node usage information for scdability and simplicity
reasons. It helpsin reducing the amourt of monitoring data
that neals to be exchanged between nocks in the system,
and enables easy locaion d desirable nodes (e.g., by map-
ping resource requirements to noce IDs in case of DHT-
based resource discovery systems[15, 11]).

Our contention is that one key reason for this <dabil -
ity problem with existing resource discovery techniques is
the ladk of a suitable representation for node resource us-
age information. In particular, most algorithms try to cgp-
ture exad recant resource usage of individual nodes, so that
it can either be diseminated with low network cost, or be
mapped easily to DHT keys. Moreover, most existing re-
source discovery algorithms try to maintain the resource
usage information about individual nodes, which may be
redundhnt since many closely related nodes (e.g., thase in
the same aministrative domain, or runring the same -
plication) may have similar usage patterns. We ague in
this paper that for providing statisticd resource guarantees
in a scdable manner, the resource usage information from
nodes can be goproximated bah in temporal (longterm us-
age pattern) and spatial (number of nodeswith simil ar usage
patterns) dimensions.

In this paper, we propose the nation o a resource
bunde—a representative resource usage distribution for a
group d nodes with similar resource usage patterns. This
resource bunde anploys two complementary techniquesto
cgpture the longterm resource usage behavior of a set of
nodes: (i) resource usage histograms to provide statisticd
guarantees for resource caadties, and (ii) clustering-based
resource aggegation to achieve compad representation o
aset of similarly-behaving nodes.

Besides providing a scdable resource discovery medh-
anism to adieve stable gpplicaion deployment, resource
bundes can also be used for severa other purposes in a
large distributed system. Resource bundes can be used to
easly find a group d nodes satisfying a common require-
ment!. Resource bundes can also be used to find load hot
spots: geographicd regions in the distributed system with
several nodes experiencing owerloads dueto reasons aich as
heavy traffic for apopuar resourcein that region o locdity-
based applicaion streses. The identificaion o such ha
spots can be used to inform dedsions abou applicaion de-
ployment or load balancing. Finally, resource bundes can
also be used for audting and a&courting purposes, e.g., to
determine the resource asgnment of a distributed applica
tion running onmulti ple nockes, or to determine the spare
cgpadty in an administrative domain.

We evaluate the performance of resource bunde-based

1SWORD [15] alows the spedficaion o inter-node latencies for
multi-node discovery, but there may be other inter-node relationships that
may naot depend onlatencies.
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Figure 1. Example of a PlanetLab nod e’s CPU
capacity histogram representation, with 95"
percentile shown.

resource discovery using tracedriven simulations and ceta
analysis of amonth-longPlanetL ab trace Our results how
that resource bundes are ale to provide high acaracy
for resource discovery through the use of resource usage
histograms, (up to 56% better predsion than an algorithm
based oncurrent usage values), while adieving high scda
bility throughaggregation (up to 55% fewer messages than
a non-aggregation algorithm). We dso show that resource
bundes are idedly suited for identifying goup-level char-
aderistics auch asfindingload haspats and estimating total
group cgpadty (within 8% of adual values).

2 Statistical Node Behavior

In this ®dion, we present our system model, define a
nation o statisticd resource usage guarantees, and discuss
how historicd resource usage patterns can be used to pro-
vide these statisticd guarantees.

2.1 System Model

We asaume our system is a large-scde wide-area dis-
tributed system. Participant nodes are geographicdly dis-
tributed and could span multiple aministrative domains.
We asaume the nodes are interconreded by some inter-
conredion owrlay, using a DHT or a floodng-based ap-
proach, which allows nodes to communicae with cother
neaby nodes. Nodes monitor their own resource cgadties
over time and can exchange messages as required. Further,
we asaume ahierarchica structure can be constructed ontop
of the overlay, e.g., usingmethods provided in SDIMS[24].



2.2 Statistical Resource Requirements

During the resource discovery process appli cations typ-
icdly seek nodes meding certain resource requirements,
e.g., minimum CPU spare cgadty of 1GHz, memory ca
padty of 512 MB, etc. Such resource requirements can be
expresed as atuple {R,c}, where R is aresourcetype, and
c is the desired minimum capadty of the resource How-
ever, the resource cgadties of nodes in loosely-coupded
distributed systems often vary alot over time, which could
result in applicaion performance degradation, failures, or
need for frequent migrations [16] resulting in large over-
head. It would be desirable to provide statisticd resource
guarantees 2 that applicaions can be deployed on nods
that are likely to satisfy the minimum desired requirement
for a cetain period o time. The desired length of time
could depend onfadors aich as the overheals of applica
tion comporent migration and restart, or the cost of perfor-
mance degradation o disruption.

We formalize this nation o statisticd resource require-
ment as foll ows:

Definition 1 Statistical Requirement: We define a statis-
tical requirement r as a tuple {R, c, p, t}, where, Ris a
resource type, c refers to a capecity levd, p is a percentile
value, andt isatime duration.

Intuitively, based onthis definiti on, an appli cation can spec
ify that it needs a resource R to med a minimum cagpadty
level cfor at least p percent of time (correspondngto itstol-
eranceto owverload) over atime duration t (which could de-
pend onitslength of exeautionand overheads of distruption
and migration, etc.). The goal is to avoid serious srvice
disruptions (e.g. overloads) or redlocaion pendlties (e.g.
migration overheads) over timet. Thus, usingthisdefinition
of statisticd requirements, a compute-intensive goplication
can spedfy arequirement {CPU, 1GHz, 95, 24hrs}, which
would mean it requires a 95 percentile CPU capadty of 1
GHz over 24 hous.

2.3 Statistical Resource Usage Represen-
tation

Since diff erent appli caions can spedfy different values
of ¢, p, and t, maintaining oy a few values auch as the
cgpadty correspondng to afixed percentile (e.g., 95th per-
centile) of resource usage on ead nock, or the percentile
correpsondng to a fixed cgpadty level (e.g., 1 GHz) may
not provide enoughinformation to satisfy diff erent resource
discovery queries. Similarly, we may need to cgpturethere-
source usage behavior over diff erent time durations (such as
an hou, day, week, etc.) to incorporate requirements over
different time granulariti es.

To provide ageneral way to hande different resource
requirement spedfications, we propaose the use of resource
usage histograms with an associated observation time pe-
riod 7', which represent the resource cgadty distributions
from observations over the past T' time units. Figure 1
shaws an example of a histogram constructed from a 24-
hou time series of CPU cgpadty for a PlanetLab nodk,
alongwith the 95" percentile shown (with 95% of the ca
padty observations to the right of the verticd line). A sep-
arate histogram would need to be maintained for ead re-
source type (e.g., CPU, memory, etc.) and for eat time
granularity (e.g., hou, day, week, etc.); intermediate time
granularities can be interpolated from these histograms.

Using histograms to represent resource usage data has
two primary advantages:

e Requirement percentil es(correspondngto p) for apar-
ticular resource cgadty are now straightforward com-
putations from the given histograms.

e Histograms help us preserve dl data. Different ap-
plications may have different resource requirements
and may have different tolerances, expressed as per-
centiles. We can effedively analyze resource cgac
ity percentiles no matter which requirements and tol-
erances are given.

Each noce can maintain its own histogram by monitor-
ing its own resource cgadties over time. Given an arbi-
trary time period T', nodes can construct histograms from
their own historica observations. To save observation over-
head, a node may replaceits historicd tracereoords with
histograms only, using a decay function to have the his-
tograms refled an approximate trace

The aowe technique for statisticd resource usage rep-
resentation through hstograms is complementary to any
prediction techniques that may be e to predict future
resource usage behavior based on Hstoricd observations.
Predictors are complimentary since histograms merely ex-
pressusage distributions for nodes; predictors can be used
to provide more acarate future estimates of distributions
which could then be mnwverted into histograms, enhancing
the level of acaracy for future resource cgadty estimates.

3 Resource Bundles

Whil e using resourceusage histograms provides a means
to capture an acairate representation o anindividual noce’s
dynamic resource usage pattern and enables the satisfadion
of statisticd resourcerequirements, it can paentialy creae
a scdability problem in a large wide-area distributed sys-
tem. The statisticd informationfor ead node would be rep-
resented by multi ple histograms, correspondng to diff erent
resources and dff erent time scdes. Diseminating thiskind



of detail ed data over the network can crede significant net-
work traffic. It isinfeasible for ead noce to have aglobal
node-level behavioral view of the entire system. Moreover,
if the goal is to find multiple nodes meding a cetain re-
quirement, it would be desirable to combine this discovery
processrather than havingto find individual suitable nodes
separately.

Thus, the questionis whether we can use these represen-
tationsin a scdable manner to make better resource discov-
ery descisionsin alarge system? Secndy, can we usethese
node behaviors to provide any coll edive information about
group-level usage patterns, e.g., for nodes within an admin-
istrative domain, or for nodes assgned to a distributed ap-
plicaion?

3.1 Resource Aggregation

Agoregation [24], particularly hierarchicd aggrega
tion [6], is a common technique employed in large dis-
tributed systems for the scdable dissemination o informa-
tion. Aggregation essntially compresses the anourt of
transmitted data in the system whil e preserving the overall
information content. In the context of resource discovery,
this would correspondto a suitable “compresgon” of the
node resource usage patterns to achieve adesirable tradeoff
between the quality of resource discovery and the overhead
of network data transmissonin the system.

In other words, our goal is to adhieve the same qual-
ity of resource discovery as a globa resource discovery
system with full historicd node-behavioral knowledge, but
to significantly compress the anourt of necessary node-
behavioral representation chta in the system in order to
adhieve scdability and to produce predse, timely results.
Such an aggregation o node resource usage distributions
for agroup d nodes can be used to represent:

e An acarrate gpproximation o any individua node’s
resource usage in the group. Such an approximation
isimportant for the discovery of desirable nodes based
onaresourcerequirement.

e The aolledive resource usage behavior of the group d
nodes. This can provide information about load pat-
terns or dynamic resource usage behavior for a set of
related nodes (e.g., thasein the same geographicd area
or running the same gpplication).

e The overall capadty of the group. This can be used
to track the overal resource usage, e.g., for audit or
acourting pupases.

A naive gpproach to aggregationfor aset of nodeswould
be to compute the average resource cgadty distribution
aaqossal nodces. An example of this naive gproac can
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Figure 2. Naive approach to aggregation by
averaging resource capacity distributions.

be seen in Figure 2. While this averaging al ows the es-
timation o overal cgpadty of the group d nodes, it isa
poa representation o individual node-level behavior. For
instance as hownin Figure 2, whileone nodeis skewed to-
wards low cgpadty and anather towards high cgpadty, the
average representation loses thisinformation and appeasto
represent a set of bimodal nodes.

The problem with this naive gproacd isthat it does not
acourt for the heterogeneity of the nodesin the system, and
fail sto capture important behavioral diff erencesbetweenin-
dividual nodes. Thus, thisapproach could result i n the com-
bination o nodes that have widely diff erent resource cgac
ity distributions, thus providing a highly inacairate view of
individual nodes' resource cgadties.

3.2 Resource Bundles:
Clustering

Aggregation via

To acourt for the heterogeneity of nodes, we define the
nation o resource bundes: an aggregation o a group o
nodes with similar resource cgadty distributions. An av-
erage distribution could be computed over aresourcebunde
to achieve a @mpad representation o the individual noce
resource cgadty distributions. We refer to such an average
distribution as a bunde representative. Such an aggrega-
tion processwill preserve the individual node distributions
more acarrately, while bunde representatives can be used
to provide group-level resource cgpadty information.

Figure 3 shows a high-level view of the nation o re-
source bundes and howv they might be constructed. First,
a group d nodes are bunded based on the similarity of
their resource cgadty histograms. Sewmnd ead bunde
produces a representative distribution that can be used to
charaderize the whole bunde. But how can we identify
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Figure 3. High-level view of the clustering
process. First, nodes are grouped by similar
behavior distributions (1), then bund le repre-
sentatives are formed for each bund le (2).

such groups of similar nodes to construct a resource bur
die, and hav can we compute the bunde representative to
acaurately represent the nodesin the bunde?

To identify nodes with similar distributions, we propcse
the use of clustering algorithms that have traditionally been
used in data mining applicaions to group together statis-
ticdly similar data dements. However, a dustering algo-
rithm must mee several requirementsin our context:

e The data to be dustered (i.e., the node resource his-
tograms) is nat single-point, but multi-element (con-
sisting o multiple histogram bins). The dustering
algorithm must be &le to hande such multi-element
data.

e The noce resource usage histograms could represent
arbitrary distributions, and canna be essumed to con-
form to standard distributions (e.g., Gausgan, uniform,
etc.). The dustering algorithm must be distribution-
free i.e, it must not assumethe existenceof astandard
distribution o certain parameters.

e The dustering algorithm must not only identify the
closely related set of nodes, but it is desirable if it can
also produce acompact representation o the coll edive
resource usage of these nodes. Such a representation
can be used to easily charaderizethe nodesin abunde
(e.g., high-capadty/low-capadty, etc.)

A clustering algorithm that meds the &owve require-
ments is the multinomial model-based expedation maxi-
mization (EM) clustering algorithm [26]. Thisclustering al-
gorithm has been used primarily for the purposes of cluster-
ing text documents with common words. We first describe

this algorithm in a document clustering context for ease of
expaosition, and then describe how it mapsto our context.

In adocument clustering context, ead document is con-
sidered as a “bag of words’, and is represented as a vedor
of word frequencies based on hav many times eat word
appeas in the document. Then, the set of all documents
is represented as a mixture of multimonial distributions on
these word frequencies, with ead document belongng to
one such distribution. The probability that a document be-
longs to ore of the dusters correspondng to a multinomial
distributionis given by [26]:

P(di|)) =[] P wn)™, @
l

where ); is the set of parameters for model j, n; is the
frequency of occurrences of word w; in document d;, and
P;(wy) isthe probability of word w; occurringin cluster j.
Further, >, P;(w;) = 1 holds.

Mapping the document clustering scenario to our con-
text, we can think of nodes correspondng to dacuments
and histogram bin magnitudes for node-level resource us-
age distributions correspondng to document word frequen-
cies. The dustering algorithm then maps nodes to clusters
based onthe similarity of their resource usage histograms.
In other words, this algorithm will group those nodes to-
gether that have simil ar histogram bin-magnitudes, meaning
it can cluster nodes having arbitrary (but similar) distribu-
tions. Such a duster of closely related nodes returned by
the dustering algorithm is considered aresourcebunde.

In pradice, the multinomial model-based EM clustering
takes a set of vedors as its input and forms clusters based
on the similarity of correspondng vedor elements. It isa
hill -climbing algorithm that adjusts its mapping o vedors
to clustersiteratively in order to maximizethe expeded ob-
jedive value adieved from its clustering.

Notice that this clustering algorithm meds the require-
ments we had oulined above. The dgorithm is able to
hande multi-point data &s it operates on vedors of values.
Sincethe dustering algorithm operates on arbitrary vedors,
it i sindependent of any assumptions abou spedfic distribu-
tions, enabling the dustering o arbitrary resource cgadty
distributions. Finally, by associating ead cluster to a mul-
timonial distribution, it is able to charaderize the common
statisticd properties of the nodesin a duster in a compad
manner.

3.3 Bundle Representatives:
Distributions

Aggregate

As described abowve, the multinomial model-based EM
algorithm associates eat resource bunde with a multino-
mial distribution that captures the statisticd properties of
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Figure 4. An example of a CPU capacity clus-
tering of 4 nod es, produ cing a bunde represen-
tative

the nodes that are members of the bunde. This multino-
mial distribution can be used asthe bunde representative: a
compad representation o theindividual nodes distributions
inthe bunde.

Bunde representatives are the resulting dstributions that
represent the mean nodce cgadty distribution within ead
respedive bunde. In the multinomial model clustering al-
gorithm, cluster representatives are the result of probabili s-
tic models couped with Laplace smoathing;, however the
diff erence between these models and the mean noce cgac
ity distributionis negligible.

Figure 4 shows an example bunde representative that ag-
gregates4 nock resource cgadty histograms. As £en from
the figure, the representative dosely matches the individual
nocke distributions. In Sedion 4, we will quantify the dose-
nessof the representative to its member distributions, and
its eff edtivenessin resourcediscovery, hotspot detedionand
cgpadty estimation.

3.4 Hierarchical Aggregation

While aggregation, as described abowve, enables the ae-
ation o resource bundes that closely approximate individ-
ua nock behavior for a similar set of nodes, the question
is whether bundes can be further aggregated to provide a
meaningful view of the combined set of nodes correspond
ing to multiple bundes. The aility to combine resource
bundesis particulary desirable in alarge system where we
may want to get concise estimates of resource caadti es of
nodes at different granularities; for instance, a alocd site
level, at an administrative domain level or at aglobal level.

Building onthe assumed ahility of the system-employed
overlay to suppat a hierarchicd information structure, we
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of Bundles
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Figure 5. Hierarchical aggregation

propase the use of hierarchical aggregation[6] in combina-
tionwith resourcebundesthroughthe use of reaursive dus-
tering, i.e., succesdve dustering o bunde representatives
at different levels of the hierarchy. Figure 5is a high-level
ill ustration o this process Groups at the bottom level are
individual sets of node distributions. These nodes are ini-
tially clustered, producing bunde representatives which are
then propagated to the next level of the hierarchy to creae
level-2 representatives, thus beginning the reaursive repre-
senative dustering process

Note that this reaursive gygregation must incorporate in-
dividual bunde cadinaliti es during the dustering process
to minimize the loss of representative data. In an instance
of reaursive dustering, representatives with highly diff erent
cardinalities might be combined. If the bunde represen-
tatives are dl treaed alike, low cardinality representatives
might have an unwually large influence in the formation
of higher-level representatives. For example, if a bunde
representative of 1000member nodes is combined with an-
other representative of cardinality 10, their respedive con-
tributions to the resulting aggregate shoud be propartional
to their respedive cadinaliti es, so that smaller cardinality
representatives do nd have undte influence

To balance the relative importance of different resource
bundes into the resulting aggregate bunde, we use bun
die cadinaliti es as representative weights in the processof
hierarchicd clustering. Formally, for a set of representa
tiveresource cgadty histograms H = H,, Ho, ..., H,,, with
ead respedive histogram H; having cardinality w;, and af-
ter presenting ead histogram to the dustering algorithm as
W, = H,w;, we define the combination o the dike his-
togramsin H into abunde representative histogram C as

@)

The resulting bunde representatives® at any level in the
hierarchy can thus be used for any arbitrary capadty re-

2The aldition o 1 to the numerator in Equation 2 effedively adds 1
to ead histogram bin. Thisisimportant for the probabili stic model in the
agorithm; no histogram hin shoud have aprobability of 0.



quirement; the resource discovery system need na know
cgpadty requirements apriori. Rather, the bunde represen-
tatives are adequate representations of their respedive de-
scendants.

If the underlying topdogy o the distributed system
causes nodes to be grouped by locdity, our hierarchicd
approach will be suitable for finding locdized sets of re-
sources for applicaion deployment.

Further, bunde representatives can be used to predict
group-level cgpadty levels. Sincesimilar node-level capac
ity distributions are dustered together, our hypathesisisthe
variance of bunde-level capadty distributions will be low.
Our ahility to predict group-level capadties results in an-
other high-level ability to deted hotspots within large dis-
tributed systems.

4 Evaluation

We now evaluate the performance of using resourcebun
dlesfor resourcediscovery, cgpadty estimation and haspot
detedion wsing data analysis of a month-long PlanetLab
trace & well as a tracedriven simulation. We begin with
our data analysis results and present the simulation results
in detail in Sedion 438.

4.1 Data Analysis Methodology

We used a PlanetL ab traceobtained by CoMon[17] from
February 2007for our experiments. CoMon coll eds node-
level resource cgadty information every 5 minutes. We
used free CPU capacity as the resource of interest for our
evaluation, which was estimated using the CPU Burp statis-
tic: it is cdculated by occasiondly runring a spin-loopto
determine how much CPU bandwidth could be obtained
by a newly-deployed applicaion. We multiply the CPU
Burp by the CPU speed to determine the total amourt of
nocde-level freeCPU. During February 2007, 427 PlanetLab
nodes contributed at least one data point per day and thus
were chosen for our analysis. We used atime period o 24
hours as the desired time window, thus computing noc his-
tograms on a 24-hour period, one per day. Each histogram
consisted of 100 kins, ead ore representing abou 34 MHz,
with 3.4 GHz assumed as the maximum CPU capadty in
PlanetLab, as well as a 101st bin for any higher observed
cgpadties.

We used MatLab as our main tod for data analysis in-
corporating an alrealy implemented Matlab padage for the
multinomial model EM clustering algorithm [25]. Since
this agorithm is hill -climbing, we ran it with 100randan
initi ali zations taking the best objedive value to determine
the best clustering. We anulated single-level (flat) cluster-
ings, as well as hierarchicd clusterings with 2 and 5levels
over thetrace

4.1.1 Emulating Resource Discovery

To evaluate the acwrragy of a resource bunde-based re-
sourcediscovery processin finding desirable nodes, we am-
ulate aresource discovery processas follows. Werunare-
source discovery algorithm on an observation time window
to determine the choice of acceptable nodes that mee a de-
sired resourcerequirement. We then compare this choice of
acceptable nodesto the atua set of nodes that satisfied the
desired requirement over a solution time window: the time
window in the traceduring which these nodes would have
been all ocaed to the goplication.

For the purposes of our experiments, we defined the sta-
tisticd requirement »={CPU, c, p, 24frs}, with different
values of ¢ and p. The goal of the resource discovery algo-
rithms was to find all nodes meding requirement r on the
427-nock PlanetLab trace Noticewe did na spedfy how
many nocks an application reeds for its deployment. In-
stead of using this as a parameter in our initial analysis, we
had the dgorithms sach for the compl ete set of accetable
Nnocks.

In our experiments, we use the entire February 2007
traceby using eat day’s trace(starting from Feb 1 data)
as the observation windaw with the next day’s tracebeing
used as the solution windaw. The observation and solution
windows are then shifted by ore day, thus giving us 27 sam-
ples of tracedatato evaluate our algorithms.

4.1.2 Comparison Algorithms

We used the following resource discovery algorithms for
comparison:

e Memoryless: This algorithm uses the last CPU capac
ity data point for ead nock to estimate its expeded
cgpadty over the next day. This agorithm emulates
resource discovery algorithms that use receant resource
usage information to determine the suitability of a
noce to med a minimum requirement, and dces not
incorporate statisticd resource usage patterns into its
dedsions.

e History: Thisis a centralized algorithm with global
historicad knowledge of the entire system. It maintains
complete 24-hour CPU cagpadty histograms for ead
noce. Eadh nock histogram is individually examined
to determine which nodes med the desired statisticd
requirement r, thereby determining the set of accept-
able nodes. Thisalgorithm can be considered to be the
best we can do wsing historicd observations withou
using any acarrate predictors. It also provides us with
a basdline to determine the dfed of data lossdue to
aggregation onthe acairacy of resource discovery.

e Aggregation: This algorithm uses resource bundes to
aggregate the resource usage histograms of groups of



nodesinto resourcebundes. Nodes are bunded into &
bundes based on histogram simil arity. Bunde repre-
sentatives are then used to determine the set of accept-
able nodes: for eat bunde, if its representative meds
the desired statisticd requirement r, al of its members
are seleded as acceptable nodes.

4.1.3 Evaluation Metrics

The acwragy of resource discovery was measured using
two statisticd metrics. predsion and recdl, defined as fol-
lows:

Precision = o< 3
Ntot
and n
Recall = Nacc (4)

Here, n,.. = accetable nodes chosen, ny,; = total nodes
chaosen, N,.. = total acceptable nodes in the system.

Intuitively, high predsion means that a high fradion of
the nodes returned by a resource discovery agorithm are
adually acceptable, thus reducing the chances of poa alo-
caion dedsions. On the other hand, recdl measures what
percentage of the total acceptable nodes in the system are
discovered by the dgorithm, indicating hov well aresource
discovery algorithm can locae accetable nodesin the sys-
tem. Note, however, that if an agorithm exhibits a high
level of recdl, this says nothing abou the overall quality of
its st of chosen nodes.

Esentidly, these measures compare resource discovery
algorithms against an “orade” that has perfed knowledge
of future behavior, whose predsion andrecdl are bath 1.

4.2 Accuracy of Aggregation for Resource
Discovery

Figure 6 compares the acaracy of our singe-level ag-
gregation algorithm using 10clusters® against the memory-
lessand history-based resource discovery algorithms. This
figure shows the predsion and recdl achieved by the dgo-
rithmsfor threediff erent CPU cgpadty requirementsaswell
as the mean requirement (MeanCPU), the average measure
over al possble requirements (one for ead of the 100 his-
togram bins).

As ®ea from Figure 6(a), both the Cluster and His
tory algorithms have significantly better predsion (87-97%)
than the Memorylessalgorithm (37-77%). Thisresultsfrom
their use of more historicd information to make more sta-
tigticdly acarrate dedsions. The dgorithms with historicad
cgpadty distributions sled a node only if it has had a re-
source cgpadty of at least c CPU MHz for at least p = 95%

3We investigate the impaa of number of clusters on aggregation aca-
ragy in Sedion 4.6.

of the observations in the past 24 hous. On the other hand,
Memorylesswill seled anodeif it hasa cgadty of c MHz
at its last observation pdnt, which is a much less gringent
reguirement.

This same behavior also explainstherecdl valuesin Fig-
ure 6(b), which shaws Memorylesshad the highest recdl,
whil e History came in second, and Cluster consistently had
the worst recdl. The Memoryless algorithm turns out to
be an unwualy optimistic predictor; it finds nealy all of
the accetable nodes but al so finds many other unacceptable
(but temporarily well-performing) nodes as well, leading to
poa predsion bu excdlent recdl. Thisresult can be under-
stood by naing that the Memorylessalgorithm would find,
onaverage, p = 95% of the accgtable nodes in the system
along with every other noce that had a resource caadty
¢; > c a the moment of observation ¢. The Cluster ago-
rithm suffersin recdl becaise it is conservative similar to
History. However it misses additional acceptable nodes due
to the lossof acarracy becaise of aggregation, that might
sometimes combine accgtable nodes alongwith uraccept-
able nodes in the same bunde. Thus it achieves a higher
predsion than History but experiences worse recdl.

However, when we look at the absolute number of nodes
discovered by ead algorithm in Figure 7, we find that the
adua number of nodes missed by Cluster is typicdly be-
tween 10-20, even in the worst recdl case (MeanCPU - 13
nodes missed), while the number of additional (unaccet-
able) nodes returned by Memorylesscan be in the order of
50-85 nodbks. Thisindicates that the impad of missng ac
ceptable nodes by Cluster is comparatively small er than that
of finding additional poa nodes by Memoryless

To consider the relative impad of high predsion vs. low
recdl and vice versa, we nate that the goodress of choice
of nodes from the gpplicaion’s perspedive is primarily af-
feded by predsion. Oncethe dlocdion dedsion has been
made, predsion uti mately refledsthe confidence of the go-
plication in the seleded nodes meding the given require-
ment. On the other hand, recdl’s effeds are dependent on
the system context. In a system where very few nodes mee
the given requirement, a high recdl may be desired so that
most of the accgtable nodes could be found However, in
alarge system with severa acceptable nodes, recdl would
primarily affed query latency: low recdl i mplies that ac
ceptable nodes will be missed, therefore taking the query
longer to find the desired number of accetable nodes. But
poa predsion and goodrecdl may adversely impad the
performance of an applicationif a dhoice of poa nodes af-
fedsthe exeaution o the gopli cation after deployment.

In summary, our predsion and recdl evaluations show
that resource discovery using our resource bunde ap-
proach, even thoughit experiences data loss through ag-
gregation, isableto find achoice of nodes dmilar in qudity
to thase discovered by a full y-informed history-based algo-
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rithm, athoughits st of chasen nodes is snaller, thereby
missng afew potentially acceptable nodes.

4.3 Using Aggregation to Identify Group-
level Characteristics

One patential advantage of using resource bundes is to
concisely cagpture groupcharaderistics of setsof nodes such
as their overal load behavior and spare cgadty. Such
group-level charaderistics could inform dedsions of load
balancing a cgpadty planning withou having to rely on
fine-grained noce-level statistics. Next, we perform an ex-
periment to evaluate this potential of resource bundes for

geographicdly related nodesin PlanetL ab.

To establish proximity-based groupngs of nodes for
our experiment, we hand-seleded 5 geographicdly dis-
tributed groupleadersin ou PlanetLab trace These leaders
wererespedively from UMASSAmherst, UFL, UT Austin,
UWash, and UMN, representing dff erent US regions. Pair-
wise pings between these leaders and the remaining Plan-
etLab nodes were taken, forming a total of 300 responsive
PlanetLab nodes. We then formed 5 goups of 60 nocdes
ead based ontheir proximity from the selected grouplead-
ers.

4.3.1 Load Hotspot Detedion

Figure 8(a) showsavisual display of theresourceusage his-
tograms of 60 nodes from one of the geographicd grougs.
The figure is a gray-scde image where the x-axis corre-
sponds to CPU cgpadty, the y-axis corresponds to nocke
identifiers (sorted based on the bunde identifier assgned
by ou clustering algorithm), and the brightness of a point
corresponds to the magnitude of the histogram bin. Thus,
a noce with brighter values towards smaller CPU capac
ity values (e.g., node 10) has a smaller spare CPU capac
ity avail able. Figure 8(b) shows the correspondng bundes
representatives we obtain by ou clustering algorithm. As
can be visually seen from this figure, low cgpadty nodes
are dealy separated from high capadty nodes, and further
we can easily estimate the number of nodes in ead cae-
gory simply by the cadinality of the correspondng bunde.
For instance, cluster 2 (consisting o nodes 9to 19 appeas
to have very low spare CPU cgpadty, and could paentitally
be overloaded. Using such group-level views can alow ad-
ministratorsto identify potential | oad ha spots by using ap-
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weights can be used to detect hotspots in the network.

propriate thresholds.

4.3.2 Capacity Estimation

We now investigate the cgpadty estimation abiliti es of our
aggregation algorithm. Here, we ask the following ques-
tion: To what level of acarracy can the aygregation-based
algorithm estimate the expeded resource caadty of a
group d nodes for the next day based on otservations of
a 24-hou period? We mompare the results to those of a
history-based capadty estimation algorithm that has fine-
grained knowledge of individual node resource usage. For
the aggregation-based algorithm, the group cgpadties are
estimated by taking a weighted sum of the mean capadties
of the bunde representatives, while the mean capadties of
individual nodes are added upfor the history-based estima-
tionagorithm.

Figure 9 shows our results. As sen from the figure, us-
ing 10clusters, the aggregation-based algorithm is able to
estimate within 3% acaracgy of a history-based estimation
algorithm. To seehow sensitive aggregationisto the choice
of a good cluster size, we dso include an average of our
group-level predictionsfor al clusteringsthat used between
5 and 20clusters (the third bar in the figure). The results
show that the impad of the duster sizeis minimal (< 1%
acaragy).

4.4 Impact of Hierarchical Aggregation

We now examine the impad of hierarchicd aggregation
on the acarragy of our algorithm. As described in Sec
tion 34, hierarchicd aggregation corresponds to reaursive
bunding, with the goal of achieving scdability in alarge
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Figure 9. Accuracy of group-level capacity
estimations using Aggregation (Clus10) and
a fully-informed (History) algorithm.
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Figure 11. A 5-level hierarchical aggregation algorithm (HierL5) compared against baseline single-
level aggregation (Cluster). Results are shown over requirement percentiles.

distributed system. Here, we examine the impad of this
further approximation of node-level cgpadty.

441 2-Leve Hierarchy

We first examine a 2-level hierarchy that consists of 420
PlanetLab nodes divided into 6 randan groups of size 70.
The hierarchicd aggregation algorithm (HierClus) works
as follows: It first reduces eac group d nodes to 10re-
source bundes. The respedive 10 resource bundes from
ead group 60in al, are then further aggregated into 10
semndlevel resource bundes, representing the aggregate

resource usage behavior of the 420 noeks. For resource
discovery purposes, the dgorithm examines the 10 second
level bunde representatives and if a bunde representative
H; meds requirement r, then all nodes represented by H;
(reaursively) are chosen by the dgorithm.

Figure 10 compares HierClus with Cluster for predsion
and recdl dtatistics. Predsion daes not suffer from the re-
cursive gggregation in HierClus, while the recdl i s dightly
lower (abou 6% for MeanCPU). This dhows that the loss
of acarracy in hierarchicd clusteringis gnall compared to
asinge-level clustering.
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Figure 12. Data loss measured by the K-S
Statistic which is a measure of the average
difference between a node’s distribution and
that of its bund le representative. Results are
shown over the numbers of clusters used in
the clustering algorithms Random, Cluster,
and HierClus.

4.4.2 5level Hierarchy

Since 420 noas is gnal to emulate alarger hierarchy,
we emulated a large distributed system by using PlanetLab
traces from ead day in ou one-morth traceto represent a
different node (two conseautive days' traces were still used
for observation and solution time windows). This provided
uswith 42727 = 11, 529 nodedistributions, ead of which
was assgned randamly to ore of 15 dfferent locaionsin
the system. We then constructed a 5-level hierarchy over
this gystem using goupsizes of 70 nodes eadh, and 10 bun
dles per groupat ead level.

We evaluated this 5-level hierarchicd aggregation al-
gorithm (HierL5) against a single-level aggregation algo-
rithm (Cluster) in the same fashion as the 2-level hierar-
chicd evaluations. The results are displayed as different
percentiles for requirements. Also for these results, we ob-
served the mean requirement starting from a 34MHz re-
guirement up to a requirement of 1.36GHz. Figure 11
shows the predsion and recdl of HierL5 as compared to
the single-level aggregation algorithm. Once aain, we see
that the predsion o hierarchicd aggregation is very close
to the single-level aggregation, with asmall | ossin recdl.

4.5 Aggregation Information Loss

While aggregation helps in the scdability of resource
discovery and the caturing o grouplevel charaderistics
by reducing the amourt of resource usage data to be main-

tained and examined, we next examine how much informa-
tionlossoccurs as aresult of thisreductionin data

We measure this information loss by comparing ead
node-level resourcedistributionto its bunde representative.
We use the Kolmogarov-Smirnov (K-S) statistic D,,,q. fOr
ead nock & a quantitative measure for this comparison:

Dnode = sup ‘Fnode(x) - F’!‘Ep(x)‘,
z

where F),,4. and F,.., are CDFs for the resource caadty
distributions of the node and its bunde representative re-
spedively. The K-S statistic is a value between 0 and 1
indicating the magnitude of diff erence between thetwo dis-
tributions. The more similar the two distributions are, the
closer isthe K-S statistic isto 0. The K-S statistic cgotures
the information lossbased onthe overal goal of aggrega
tion: to have the bunde representatives be & smilar to their
represented nocks as possble.

For our evaluation, we cmpare the K-S statistic for the
following algorithms: single-level aggregation, hierarchica
2-level aggregation, hierarchica 2-level unweighted aggre-
gaton (wherewe do nd consider bunde cadinaliti esduring
reaursive gygregation), and randam (which assgns nodes
randamly to equal-sized bundes). Here we use the randam
algorithm as a baseline for comparison. Note that a history-
based algorithm would have aK-Sstatistic of 0, sinceit uses
individual node-level distributions.

Figure 12 shows the arerage K-S statistics for these d-
gorithms. The K-S statistic has a worst-case value of abou
0.38 for the single-level aggregation, but reduces to abou
0.21for a duster size of 10 (which is the value used in our
previous experiments), compared to a value of 0.55 for the
randam algorithm. While aK-Sstat value of 0.21 may seem
ahbit high (considering a autoff value of 0.05 typicdly used
for stetisticd significance tests), this result still shows that
thelossof informationisrelatively low consideringthat 420
distributions have been reduced to 10 dstributions. Also,
the results from previous dubsedions have shown that this
informationlosshas only asmall i mpad onthe acaracy of
resource discovery and cgpadty estimation.

We dso seefrom the figure that hierarchicd aggregation
results in a small 1 ossof information, and that using bun
die cadinaliti es as weights provides more acarate results
compared to the unweighted algorithm.

Ancther observation from the figure is that the value of
K-S statistic deaeases with increasing number of clusters.
This is as expeded, becaise & the number of clusters in-
creases, eat cluster has fewer constituent nodes, resulting
in more acwrate aggregations. In the limit, having as many
clusters as the number of nodes would result in a K-S stat
closeto O.
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4.6 Effect of Clustering Parameters

We next examine the dfed of clustering parameters on
the acaracy of aggregation. In particular, we explore the
impad of the number of clustersused bythe dusteringalgo-
rithm as a parameter to generate the desired set of resource
bundes.

Figure 13 shows the acwragy of cgpadty estimation.
Thefigure showsthat the acwracy deaeases aswe increase
the number of clusters. This result seems courter-intuitive
as one might exped the acairacy to converge to that of His-
tory when the number of clusters approaches the number of
nodes, as was observed for information lossin Figure 12,
However, this inacairagy occurs becaise the multinomial
model EM clustering algorithm uses a probabili stic model
to generate bunde representatives. As a result, the rep-
resentative distributions are nat identicd to the individual
node distributions in the limit, and there is aways a small
amourt of differencein the resulting dstributionf. With a
high number of clusters, this diff erence gets amplified due
to the alditive nature of capadty estimation.

Together, the results from Figures 12 and 13 show that
while having too few clusters might result in inacarate
bunde-level aggregation, having too many clusters can ad-
versely impad grouplevel estimates. This implies that
some intermediate values might be desirable to achieve a
good lalance between the two requirements. Thisresult is
also evident from Figure 14 that shows the acaracy of re-
source discovery over the number of clusters used in our
clustering agorithm. The figure shows diminishing returns
in acaragy occuring beyond the knee of the aurve, which

“Note that this difference is expeded as the probabilistic model is
merely using the observed distribution as a set of samples that are being
fitted to a general distribution from which these samples are drawn.
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Figure 14. Precision and recall for varying
numbers of clusters in the clustering algo-
rithm, for the mean CPU requirement (p =
95%). This shows a value of 10 clusters is
appropriate for this system.

occurs at numclusters = 10. In general, thisvalue is de-
pendent on the dynamism and heterogeneity of the system.

4.7 Observation Time Window length ef-
fects

So far we have been using a 24-hour observation time
windawv for our 24-hour test set (prediction period). We
wanted to explore the dfeds of varying the size of this ob-
servation window to seeif we ocould tune the balance be-
tween predsion and recdl for our HierClus algorithm. We
also wanted to seewhat would happen to the baseline His-
tory algorithm under the same drcumstances.

Figure 15 shows the results. The most interesting results
occur at the 24-hour mark. For both algorithms, predsion
plateaus and recdl diminishes after the 24-hour mark. This
can be explained by an increasing amourt of stale data be-
ing used to make relatively shorter and shorter time-period
predictions.

As the observation windov deaeases from 24 hous
down to 1 hou, we seethe predsion d HierClus increase
while the recdl of HierClus deaeases; hence, HierClus is
choasing fewer nodes, but the nodes it chocses are till
highly acceptable. Thisisan additional side-effed of poarer
clusterings as lessdata is receved; clustering performance
ispoa with insufficient data.

The results indicate that a 24-hour observation window
is the best sizefor a 24-hou prediction period. If lessthan
24 hous of observation data is used, then the dusterings
are poaer and recdl is worse. If more than 24 hours of
observation deta are used, data stalenessbecomes an isale,
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causing dminishingrecdl but steady predsion.

Predsion is deady duwe to the fad that if nodes med
the given requirement for 95% of the observations for a
very large observation window, that they are highly likely
to show the same resource caadties in the future.

4.8 Trace-Driven Hierarchical Aggrega-
tion Simulation

We now present results from atracedriven simulation of
a hierarchicd aggregation algorithm. The purpose of these
simulations was to quantify the overheal and query latency
of our resourcediscovery algorithmsin alarge-scde system
with aredisitic topdogy. We have based our simulator on
Pea'Sim, awidely used simulator for distributed algorithm
evaluation. We have used our month-long PlanetL ab trace
to drive these ssimulations.

4.8.1 PeerSim Methodology

A hierarchicd overlay was implemented using Wrelnet-
Topdogy in PeeSim. The depth of the hierarchy varied
from5to 7levels. Sincesingle-nocde distributions may now
be bunded together with multi-level bundes, in this con
text we now define abunde asarepresentation o 1 or more
noces.

At ead simulator cycle, ead nock propagatesitsbunde
list upwards to its parent. Between eadt cycle, eat nock,
uponrecaving its messages, updates its data store and if
the number of bundes it stores exceals a maximum bur
die threshald By, the aggregation algorithm is exeauted at
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Figure 16. Aggregation overhead increases
at a slower pace than PropagateAll with the
same hierarchical toplogy.

that node, consolidating its current list of bundesinto B,
aggregate bundes.

We gpplied our clusteringaggregationagorithm into this
topdogy. We dso applied a baseline PropagateAll algo-
rithm into this same topdogy with threshod B; = oo,
where no aggregation takes place al node-level capadty
distributions are propagated all the way to theroat. Anather
baseline dgorithm we used was PropagateNone, where
no resource discovery information is propagated between
nodes beforehand; resource discovery must be performed
throughthe probing o ead noce individualy for its cgpac
ity distribution. All three dgorithms use bunde histograms
for resource discovery purposes.

4.8.2 Overhead

We investigated the overhead of Aggregation and Prop-
agateAll by measuring the data transfer necessary for a
complete system-wide propagation to the roat noce in the
heirarchy. Data transfer is measured in the number of bun
dles ent over the network. For Aggregation, we used
By = 70, B, = 10. Figure 16 measures overhead by the
size of the network. As e in the figure, the overhead of
Aggregation increases at a ower pacethan PropagateAll.
We seeno asymptotic diff erence between Aggregation and
PropagateAll since they operate on the same hierarchicad
topdogy structure.

4.8.3 Query latency

We now analyze query latency from our traceof 11,529
PlanetLab noce distributions asin Sedion 44.2. We dhose
nat to fix an appli cation-desired number of accetable nodes
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to be found instead, we measured hov many adua ac
ceptable nodes were found bythe resource discovery algo-
rithms given a time-to-live value measured in hops. Using
the node-level requirement {CPU, 680MHz, 95%, 24hrs},
we determined the number of adual accetable nodesfound
by the average of 500samplesin the system. Bundes were
chosen based ontheir histogram asin previous sdions; the
number of adua acceptable nodes found was determined
by evaluating which of the seleded nodes adually met the
given requirement over the following day.

Figure 17 shows the results. Aggregation finds nealy
as many nocks as PropagateAll, however with about half
the datatransfer overhead in the same hierarchicd structure.
PropagateNone starts to reboundat 7 hogs, but with signif-
icant guery-time overhead, asit must query ead individual
accetable noce it finds.

5 Reated Work

Statistical resource guarantees. Previous work on ap-
plication profiling[23] and resource overbooking have used
intensive offline-analysis techniques for determining appli-
caion pdacenent at the singe-nocke level to med qual-
ity of service requirement levels. Our work targets on-
line node-level behavior observations instead of offline
applicaion-level profiling. Recent work in Computational
Markets [21] has placeal importance on the prediction o
consumer-oriented resource sts in a market-based pric-
ing system to maintain quelity of servicelevels. Such chal-
lenges are more on the socio-econamic redm of distributed
computing. Our work focuses more on the absolute cgad-

ties available on nodesin alarge distributed system.

Resource discovery: SWORD [15] is a scdable re-
source discovery service deployed on PlanetLab that uses
aDHT uncerlay to store noce statistics. Whil e the focus of
SWORD is on providing scdahility in terms of querying,
we have dso addressd the issue of scdability in data ool-
ledion and propagation. While SWORD excds at finding
sets of suitable nodes meding instantaneous requirements
for initi al serviceplacament, our approach isgeaed towards
meding statistica requirements.

Resource discovery in dyramic desktop gid environ
ments has been explored in [10]. They use pee-to-pea
query forwarding, which is poa for locating large groups
of acceptable nodes. Our work instead emphasizes propaga-
tion o node behavioral informationin ahierarchy to enable
the quick discovery of large numbers of nodes.

The use of content-addressable networks (CANS) for re-
source discovery has been covered in [9]. Advertisements
for jobs are inserted into the CAN in a decentrali zed fash-
ion. Resourcerequirements are loosely defined, dynamism
isnot addressed, and single values for load are used.

Aggregation: Receant work on Information Planes [6]
and Astrolable [19] provide frameworks for scdable de-
ployments of information systems. This work has shown
hierarchicd aggregationto be auseful model for scdability,
but in a more general context. Similarly, SDIMS [24] men-
tions aggregation as a key model for scdability, and sped-
fieslanguage constructsto suppat aggregation. Whil ethese
systems provide ageneral aggregation framework, our fo-
cusisto solve the spedfic aggregation problem for resource
usage distributions, and akey contribution o our work isto
show the use of resource bundes for this purpose.

Historical data and prediction: Previous work on
avail ability prediction[13] has dudied patterns of avail abil -
ity and the gpplicaion o various predictors. Avail ability
predictionisaspedal case of prediction, with only two pos-
sible noce states. Also, resource cgadty prediction can be
viewed as more of a reliability paradigm than avail ahilit y.
Histograms were used in workload prediction for multi-tier
Internet applicationsin[22]. Such predictionis compli men-
tary to our techniques for statisticd guarantees. Statistica
demand profiles dmil ar to ou requirementsfor appli caions
are presented in [20].

6 Conclusionsand Future Work

In this paper, we addressed the problem of scdable re-
source discovery in large loosely-couped distributed sys-
tems. A key problem in these systems is that besides inter-
noce heterogeneity, they also show high degree of intra-
node dynamism, where the resource cgadties of individ-
ua nodes can vary drasticdly over time. This dynamism
means that seleding nodks based orly ontheir recently ob-



served resource caadties can lead to poa deployment de-
cisions resulting in application failures or migration ower-
heads. However, most existing resource discovery mecha
nismsrely only onrecent observationsto achieve scaability
in large systems.

We propased the nation o a resource bunde—a repre-
sentative resource usage distribution for a group d nodes
with similar resource usage patterns—that employs two
complementary techniques to overcome the limitations of
existing techniques: resource usage histograms to provide
statisticd guaranteesfor resource cgadti es, and clustering-
based resource gygregation to achieve scdability. Using
tracedriven simulations and data analysis of a month-long
PlanetLab trace we showed that resource bundes are ale
to provide high acarracy for statisticad resource discovery,
while adieving high scdability. We dso showed that re-
sourcebundes areidedly suited for identifying group-level
charaderistics auch as finding load haspots and estimating
total group cgpadty.

As part of future work, we intend to explore the use of
resource bundes for multi-resource discovery. The prob-
lem of determining the optimal number of clustersfor alive
hierarchicd aggregation algorithm is aso an adive part of
our future work.
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