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Comparison of pattern NegLogP (true label vs. 1000 random labels)
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Fig. 9. Histogram ofNegLogPvalues: (a) the maximurhegLogPfor each of the 1000 permutation tests where
randomized labels are used by SMP, (b) the top RegLogPvalues of the patterns discovered only by SMP but
not by CSET

indicates a discriminative pattern with a "more than rantimariation from equal frequency
across classes.

Figure 9 summarizes the results of such a permutation teshéodataset being used in these
experiments. The right hand side shows the 30p NegLogPof the patterns discovered only
by SMP but not by CSET, while the left hand side displays theimasm NegLogPfor each
of the 1000 permutation tests where randomized labels are used farpattining. We observe
that theNegLogPvalues with random labels rarely excegdless tharg.72 in each of thel000
permutation tests). Thus, we can use 8 as a relaxed thre&iradtgnificance, since only a few
percent of the random patterns are above this value Ndgt.ogPvalues of the toB00 patterns
discovered by SMP but not by CSET with true label are much highk larger than9.67). In
contrast, only 34 patterns discovered by CSET haieglLogPgreater thar8. This shows that
SMP can discover additional statistically significant lewpport patterns. In the next section,
we illustrate the biological significance of these patteand how they can be used to discover

cancer-related genes.

D. Biological Relevance of Patterns

There are various ways to determine the biological relevariaiscriminative patterns. Since
the application we consider is that of discovering biomeskior cancer, we measured the
biological relevance of the patterns using a list of alibi®) human genes known to be involved

in the induction, progression and suppression of variopegyof cancers [19]. Of thes&l00
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genes611 were included in the set af981 genes in our processed gene expression data set. If
the discriminative patterns found by CSET and SMP, which ase gmall sets of genes, tend to
disproportionately contain thesd0 cancer related genes as opposed to the non-cancer related
genes, then this indicates that these patterns contairmatmon that may be of significance to a
biological researcher. To make this idea concrete for thrpqmes of evaluation, two evaluation
approaches were designed.

1) Pattern-based Biological RelevanceFor each pattern generated by CSET or SMP, we
matched the genes in the pattern with the se6idf validated cancer genes, giving us a
measure of the ‘precision’ of the pattern. For instance, ffattern containg genes, of
which 2 are found to match the list of cancer genes, then the precafiohe this pattern
is 2/3 = 66.67%. Note that if a pattern withV genes is randomly chosen from our set of
5981 genes, one would expect a precision[df* (611/5981)]/N = 10.2%.

2) Gene Collection-based Biological Relevanc&ince patterns may overlap with each other
(pattern redundancy), and do not directly show how many eagenes can be discov-
ered by SMP in addition to CSET, we also designed a gene dolebtased evaluation
methodology. Here we collect the set of genes covered byhallpatterns discovered by
CSET(SMP), and compare this set of genes with the sét bivalidated cancer genes just
as for pattern-based evaluation. For instance, if a séDofpatterns cover800 genes, of
which 50 are found to match the list of cancer genes, then the precidithe set of patterns
is50/300 = 16.67% and the recall i$0/611 = 8.18%. To compare, if we sele@)0 genes
randomly from the5981 genes, then the expected precision3ig0 = (611/5981)]/300 =
10.2%, and the expected recall 800  (611/5981)]/611 = 5.02%.

This section details the results obtained from with thesduation methodologies.

1) Brief Preview of ResultsFrom the pattern-based biological relevance evaluatiom, w
observed that CSET can discover patterns with good precaioglatively high support level,
while SMP can further discover good quality patterns attredly low support level, among
which, there are some patterns with 100% precision withaeisip the cancer gene list. From
the gene collection-based biological relevance evaloatiee observed that both the techniques
discovered substantially more cancer genes than expegteahdom chance, especially among
the higherNegLogP patterns. In particular, SMP was able to discover more cqageees as

compared to CSET due to its ability of discovering low-supgmatterns. This result further
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(a) Distribution of pattern-based precision for pat{b) Distribution of pattern-based precision of pat-

terns discovered only by SMP but not by CSET terns generated by randomly selection of genes. Top:
the complete distribution; Bottom: the distribution
excluding O precisions.

Fig. 10. Comparison of the distributions of pattern-based pregisietween (a) the patterns discovered by SMP
but not CSET and (b) random generated patterns. Severaivalises can be made: (i) the patterns discovered by
SMP but not CSET include many that have high precision (ebgve0.6); (ii) there arel8 patterns discovered

by SMP but not CSET with 100% precision, i.e. all the geneh@npatterns are known cancer genes. In contrast,

none of the random patterns have 100% precision.

indicates the potential usefulness of recovering low-suippatterns and discovering biomarkers
that may be examined and utilized by the biology communihe Tollowing discussion provides
additional details of these results.

2) Results from Pattern-based RelevanEgure 10(a) shows the distribution of pattern-based
precision of those patterns discovered only by SMP but na€C8¥T. For comparison, we gen-
erated a sequence of sikegpatterns exactly according to the sizes of the patternesponding
to Figure 10(a). The distribution of precision of these @mdoatterns is shown in Figure 10(b).
We can make the following observations from a comparison ighile 10(a) and 10(b): (i)
these patterns that are discovered exclusively by SMP dectuany that have a relatively high
precision. Specifically, about 200 patterns have precssimoove(.6, among which there are
18 with a precision of 100%; (ii) the pattern-based precisid randomly generated patterns is
mostly (about 1500 timed), and sometimes (about 300 times) fall into the rangé.8fand
0.3, but rarely (less than 20) go beyond!, and never go beyonds.

Furthermore, some of the SMP patterns with 100% precisiay gimilar roles in cancer
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processes. For instance, all the genes in the paftBihRC5, LAD1,TK1}, are known to be
genes causing tumor stability [19] and are under-expressdle survival from cancer class
(label=0), for which this pattern is found to be most discriminati¥éis is reasonable, since the
reduced activity of these genes may cause the tumor to rettedeleading to higher chances of
survival. The occurrence of such homogeneous patternsoat support can help validate the role
of other genes in such processes. For instance, given thermsf BI RC5, ADM, TK1} and
{BIRC5, LAD1,SPAGS5}, it can be hypothesized thatD M/ andS P AG5, whose involvement
in cancer may not be known yet, are also involved in causimgotustability, thus producing
candidates for biological validation.

3) Results from Gene collection-based Relevante:investigate how many cancer genes
can be discovered using CSET and SMP, we summarized the g#eetion-based evaluation
results for them in Tables Ill and IV respectively. Theselgalinclude the number of cancer
genes discovered, precision, recall, and expected remathhdomly selected group of genes of
the same size. Note that, the expected precision for a raradlection of genes i40.2% as
calculated earlier, and thus we do not include this in thabées.

The following observations can be made from these tables.

1) Both CSET and SMP usually find very precise patterns for restdg high levels of the
NegLogPmeasure, and this precision is much higher than that exppdfodben a set of
randomly selected gene collection of the same size (10.3¥W)ilarly, the recall values
for the genes covered by these patterns are much higher tiose e£xpected from the
same type of randomly selected gene collection, as showndmymgarison with the last
column of these tables.

2) For similar values of cancer gene discovery precisionPSinerally finds more cancer
genes than CSET. For instance, at a precision of ab@it the recall of CSET is only
0.5% (3 cancer genes), while SMP has a recali’% (26 cancer genes).

Note that the highlight of the second observation is not ®&IP discovers more cancer
genes, but that SMP can discover cancer genes from disatinenpatterns with low-support
in addition to the ones discovered by CSET, thus indicatiregg domplementarity of SMP to
existing approaches like CSET. Because of such complemntwen if SMP discovered less
cancer genes than CSET, SMP still complement CSET as long @oadtigenes are exclusively

discovered by SMP. Indeed, from the specific example in tlvergk observation, at leag8
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PRECISION-RECALL RESULTS OFCSETPATTERNS WITHBIggerSup- 0.4 (PRE: PRECISION, REC: RECALL,

NegLogP # # Genes| # Cancer| Pre | Rec | ERec
Threshold | Patterns| Covered| Genes | (%) | (%) (%)
12 2 3 2 66.7 | 0.3 | 0.052
11 2 3 2 66.7 | 0.3 | 0.052
10 2 3 2 66.7 | 0.3 | 0.052
10 12 3 25.0| 05 0.21
34 31 7 226 | 11 0.54
TABLE 11l

29

EXPECTEDPRECISION FOR RANDOM GENE COLLECTIONS 140.2%, EREC: EXPECTEDRECALL OF RANDOM

GENE COLLECTIONS WITH THE SAME SIZE)

NegLogP # # Genes| # Cancer| Pre | Rec | ERec
Threshold | Patterns| Covered| Genes | (%) | (%) (%)
12 2 4 2 50.0 | 0.3 | 0.067

11 6 7 3 429 | 05| 0.12

10 200 36 11 306 | 1.8 | 0.60
541 57 17 29.8 | 2.8 0.95

1502 103 26 252 | 43 | 172

TABLE IV

PRECISION-RECALL RESULTS OFSMP PATTERNS WITHSupMaxPaip 0.18 (PRE: PRECISION, REC: RECALL,

EXPECTEDPRECISION FOR RANDOM GENE COLLECTIONS 140.2%, EREC: EXPECTEDRECALL OF RANDOM

GENE COLLECTIONS WITH THE SAME SIZE)

cancer genes are discovered by SMP in addition to CSET.

E. Comparison of the scalability of the algorithms

In this section, we test the scalability of CSET and SMP withywey thresholds on the

gene expression data. In addition, we also test the FPCId3€)([L7] algorithm (plus pattern

selection) as the baseline as used by other studies [7], Ndtg that, as mentioned in Section

6.3, the gene expression data set was discretized with as thresholds, into a binary matrix

with density 16.62% and dimensidin962, to preserve most of the information in the data. This

dataset is quite dense, due to which CSET can only generatple@mresults at a threshold

larger than0.6. In order to obtain a more complete picture of the scaladsliof FPC, CSET
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Fig. 11. Scalability of different discriminative pattern mininggakithms on the gene expression data

and SMP, we discretized the gene expression data using as the discretization threshold in
this section, which yields a binary matrix with density 84.1

Figure 11 shows the results of this comparisons. The X-axishis plot is the threshold
used for discriminative pattern mining, while the Y-axisndees the log)(run-time in seconds)
value. Note that run-times are recorded for any algorithiy d@nit can produce output within
four hours, which represents our choice of a limit on the ptadge time for an algorithm to
produce results (results are consistent for other choidé®) relativeminsupthreshold used in
FPC is defined on the whole dataset (both classes), \BiggerSupfor CSET andSupMaxPair
for SMP take into account the support in each of the clasadisidually. Therefore, for a fair
comparison, FPC’sninsupis adjusted according to the size ratio of the two clal$sasd then
plotted together witlBiggerSupand SupMaxPair

Several observations can be made from these plots: (i) tieFeRed two-step approach can
search for discriminative patterns at high support leval®ye0.55), (ii) by using BiggerSup
CSET is able to search at slightly lower support levels (abib%e compared to FPC; and for
the same threshold, CSET is more efficient than FPC, andS@iipMaxPaircan explore pattern
space with substantially lower support levelsi(— 0.3). Thus, FPC and CSET can be used to
discover patterns at higher thresholds, while SMP is abliéntblower support patterns missed

by the other approaches.

2Divided by the percentage of the majority class in the whole dataset (0.74)
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F. Summary of Results

Based on the experimental results presented in this seatierhave demonstrated that on
dense and high-dimensional data, there are patterns wativedy low support that can only
be discovered bysupMaxPairbut not by the existing approaches, and that these patteens a
statistically significant and biologically relevant. Wealllustrated that our approach is generally

scalable.

VIlI. RELATED WORK

Over the past decade, many approaches have studied disativei pattern mining and related
topics.

Dong and Li [11] definecemerging patterns (EP3s itemsets with a sufficiently large growth
rate (support ratio) between two classes. A two-step dlgaoriis proposed to discover EPs,
which first finds frequent itemsets with the Max-Miner [4] feach of the two classes, and then
compares these itemsets to find EPs. Emerging pattern wéissthiermulation of discriminative
patterns and has been extended further to several speses sach as jumping emerging patterns
[24] and minimal emerging patterns[29], [25]. For emergoadgterns, the discriminative power of
a pattern is measured with support ratio [11], or simply wii two supports of the pattern in the
two classes and two corresponding thresholds [29]. As dgamliin [3], these emerging pattern
mining algorithms must mine the data multiple times giveredain threshold for support ratio
(or two thresholds for the two supports). In [3], a new foratidn of discriminative patterns,
contrast sets (CSETS), are proposed along with an algorithmine them. CSET is the first
technique that formulates discriminative pattern mininghim an Apriori-like framework [2],
[4], in which different pruning measures can be used to perfa systematic search on the
itemset lattice [2]. In [15], contrast set mining is shownbi® a special case of a more general
task, namely rule learning, where a contrast set can be denesl as an antecedent of a rule
whose consequent is a group. Notably, CSET has also be usedhm lsiomedical applications
[23]. The upper bounds of statistical discriminative measiare also studied for discriminative
pattern mining e.g. information gain studied in [GF — test studied in [3] and several others
studied in [32].

The above mentioned approaches focus on more efficientripatiecovery in the mining

process, which is also the focus of this paper. Next, we wiithfer discuss related works that
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focus on other aspects of discriminative pattern mining, pattern-based classification, pattern
redundancy among closed patterns.

Many existing work studied the usage of frequent patternlassification. Associative clas-
sifiers [27], [26], [51], [8] are a series of approaches tlwatus on the mining of high-support,
high-confidence rules that can be used in a a rule-basedfilgsshere the top-ranked rule or
multiple top-ranked rules are used for prediction. A spegaiation is Harmony [46], in which
an instance-centric rule-generation approach is proptsedsures that every training instance
is at least covered by one of the highest-confidence rulesngbe al. [6] recently conducted
a systematic evaluation of the utility of frequent patteimslassification. Several pattern-based
classification frameworks are also proposed, in which, dlsmaber of discriminative patterns
that can achieve comparable classification accuracy wshee to the whole set of discriminative
patterns [7], [12], [50], [28]. Although traditional patte summarization approaches [18] can
be adopted to control the redundancy among discriminatateems, closeness and redundancy
are specially studied in for discriminative patterns respely in [14] and [39]. Discrimina-
tive pattern mining from multiple classes has been studief8], [25], [23]. Mining complex

discriminative patterns (e.g. disjunctive emerging patgis studies in [29].

VIIl. CONCLUSIONS

In this paper, we addressed the necessity of trading off tdmepteteness of discriminative
pattern discovery, with the ability to discover low-suppdiscriminative patterns from dense
and high-dimensional data within an accepted amount of.tWie proposed a family of anti-
monotonic measures of discriminative power narSegpMaxKthat conceptually organize the set
of discriminative patterns into nested layers of subselschvare progressively more complete in
their coverage, but require increasingly more computdbotheir discovery. Given the same and
fixed amount of time, th&upMaxKfamily provides a tradeoff between the ability to search for
low-support discriminative patterns and the coverage @fsfiace of valid discriminative patterns
for the corresponding threshold. In particular, the memiifeGupMaxKwith K = 2, named
SupMaxPair is a special one of this family that is suitable for dense laigti-dimensional data.
We designed a framework, named SMP, which uSepMaxPairfor discovering discriminative
patterns from dense and high-dimensional data. A variegxpériments on a breast cancer gene

expression dataset demonstrated that there are pattetmsehdtively low support that can be
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discovered using SMP but not by the existing approachesttaidhese patterns are statistically
significant and biologically relevant. In summary, SMP camplement existing algorithms for
discovering discriminative patterns by finding patternshwielatively low support from dense
and high-dimensional data sets that other approache®fdistover within an accepted amount
of time. Thus, in practice, it is recommended that CSET aneérogxisting approaches should
be used to discover medium-to-high support patterns frooh slata sets within an acceptable
amount of time, and then SMP could be used to further disctoersupport discriminative
patterns that existing approaches may not discover.

Our work can be extended in several directions. As discuss&ction IV-D, the members
of SupMaxKinduce a hierarchy of subsets of the complete set of discative patterns. This
hierarchy may motivate further research that focuses edpeon the mining of discriminative
patterns from the other layers that are not covere@iyyMaxPair It is also interesting to study
the quality of the discriminative patterns in the differdayers of this hierarchy, which may
provide insights into different priorities for discrimitige pattern mining from these layers.

In this paperSupMaxKis defined and discussed with respecbiiSup the support difference
measure. HoweveSupMaxKcan also be defined similarly with respect to other measwes f
discriminative power, e.g., support ratio [11], infornmatigain [6], Gini index, odds ratio [41]
etc. It will be interesting to study these variants SipMaxK as well as other methods for
finding discriminative patterns from dense and high-dinmre data sets. Note th&upMax-
Pair is only one possible measure for trading off the completeredspattern discovery with
the ability to discover low-support discriminative patterfrom such data sets. Indeed, other
approaches that adopt a different strategy for handlingttadeoff are also possible and should
be studied. However, we would like to note that the compjerit the discriminative pattern
mining problem is expected to increase significantly as elarser and higher-dimensional data
sets are considered.

Finally, in Section VII, we discussed the existing work tHatuses on other aspects of
discriminative patterns such as pattern-based classiiicpt], [12], [50], and redundancy among
discriminative patterns [18], [14], [39]. These can be gnéded with SMP in future work. Also,
most existing discriminative pattern mining algorithms (@ell as SMP) are designed for binary
data, and have to rely on discretization for continuous.dataill be useful to design approaches

that can directly handle continuous data for discrimirefpattern mining, as has been done for
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discovering patterns in an unsupervised manner from cootis data [34].
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