Final Examination, Csci 4707, Fall 2002

· Time Allocated: 120 minutes 

· This is an OPEN book examination. Personal copies of textbook, supplementary book, and class notes can be used but NOT shared. 

· There are questions each with 6 parts. Use a blue book to answer these questions. Start answer to each part of a question on a fresh page. Put name, student id, email address, class group, course id, course name, semester and year on the cover page. 

· All questions about SQL refer to the SQL2 or SQL3 standard.

Question 1.  
Alice has a large DVD movie collection. Her friends like to borrow her DVD's, and she needs a way to keep track of who has what. She maintains a list of friends, identified by unique FID's (friend identifiers) and a list of DVD's, identified by DVDID's (DVD identifiers). With each friend is the name and the all-important telephone numbers which she can call to get the DVD back. With each DVD is the star actor name and title. Whenever a friend borrows a DVD, Alice will enter that fact into her database along with the date borrowed. Whenever the DVD gets returned, that fact, too, gets noted along with the date returned. Alice wants to keep a complete history of her friends' borrowing habits so that she can ask favors of the heavy borrowers (or perhaps refuse to make further loans to those who habitually don't return them quickly). 

Q1a.  Below is an E-R diagram for a database to help Alice out. Provide appropriate names for entities E1,E2; attributes A1, A2,….A5; multi-value attribute A6, relationship R1, and cardinality constraint C1min, C1max, C2min and C2max.


Entity E1 :                Key K1 :                 Attribute A1 :                 Attribute A2 :          



Entity E2 :                Key K2 :                 Attribute A5 :                 Multi-value Attribute  A6 :

Relationship R1:                          Attribute A3 :                             Attribute A4 :         

   
Cardinality C1min :             C1max :         
C2max :                      C2min :          

 

Q1b.  Represent this database as a collection of 3NF relational tables. You need not specify data types for columns. 

Q1c.  Which of the following questions can answer from your ER diagram?(multiple choices) Briefly justify the answers.

(A) Who are the heavy borrowers?

(B) Who habitually don’t return DVD’s quickly?

(C) Who borrowed a DVD multiple times?

(D) Who will be heavy borrowers?

(E) Which DVDs are borrowed by someone at present?

Question 2.  

Q2a. Consider two E-R models. Model A consists of two entities and one relationship joining them. The entities are lecturer and course and the relationship is teaches. The second model consists of three entities; the first and the third are the same as above but the second entity is called lecture. The first and second entities are joined by a relationship called gives while the second and the third entities are joined by a relationship called of.

Which two of the following are correct? Briefly justify your answers.

(A) Both models allow a course to have more than one lecture from the same lecturer

(B) Model B is more appropriate if information about all lectures, past and present, is to be stored

(C) Model A does not allow lecture date and time to be stored

(D) Model B leads to more tables than Model A does when translated to the relational model

Q2b.  In the instance of the relation R(A,B,C,D,E) shown below, which of the following functional dependencies (FD's) hold? Briefly justify your answer.

	A
	B
	C
	D
	E

	1
	2
	3
	4
	5

	1
	4
	3
	4
	5

	1
	2
	4
	4
	1


I.   AB-> C

II.   B-> D

III.   DE->A

(A) I only
     (B) II only
        (C) I and III only
       (D) II and III only

Q2c.  Consider a relation R(A,B,C,D). Suppose we want to enforce the functional dependency A->BC in R using SQL3 triggers. Which of the following triggering events are required? Briefly justify your answer.

I. UPDATE OF D ON R

II. DELETE ON R

(A) I only
     (B) II only
        (C) Both I and II
       (D) Neither I nor II

Question 3.  

Q3a.  Consider the following schema. 

Student(Ssn, Name)

TakenCourses(Ssn, CourseNo)
Register(Ssn, CourseNo)

Course(CourseNo, Name, Year, Term)

PreRequisite(CourseNo, ReqCourseNo)

Table TakenCourses manages courses info that a student has taken. A course may require pre-requisite courses and the pre-requisite course info is managed in table PreRequisite. Fill the blanks of the following trigger to check if the student took the pre-requisite courses when s/he registers for a new course. If s/her didn’t take a prerequisite course, the registration of the course should fail.

    CREATE TRIGGER Pre_requisite_check

    AFTER (1) _________ ON Register

    FOR EACH ROW

    WHEN (0 < (SELECT COUNT(ReqCourseNo) FROM PreRequisite

                          WHERE CourseNo=(2)______________

                          AND ReqCourseNo NOT IN  (SELECT CourseNo




                                    FROM TakenCourses




                                    WHERE (3)________)

              RAISE_ERROR;

Q3b.  Consider the following schema. 

Employee(Ssn, Name, Salary, Dno, Supervisor_Ssn)

Department(Dno ,Dname, Total_Sal, Manager_Ssn)

Table Department’s Total_Sal is a derived attribute, whose value should be the sum of the salaries of all employees assigned to the particular department. To update the value of Total_Sal automatically, when the department of an employee is changed, we need to transfer the employee’s salary from his old department to his new department.

Fill the blanks of the following trigger to maintain the value of Total_Sal in department correctly when an employee changes his/her department.

CREATE TRIGGER Totalsal_update

(1)________________ OF Dno ON Employee

FOR EACH ROW

WHEN NEW.Salary IS NOT NULL

         BEGIN

             UPDATE  Department

             SET  Total_sal = (2)_____________________

             WHEN  Dno = (3)__________________;

             UPDATE  Department

             SET  Total_sal = (3)_____________________

             WHEN Dno = (4)__________________;

          END:

Q3c.  Consider the following schema.

Enroll(StudentID, CourseID, Term, Grade) 

Suppose we want to find the average grade of the CS4707 class in Fall 2002.Assume that there is no other index on Enroll. Which one of the following four options will likely provide the biggest performance improvement for our query? Briefly justify your answer.

(A) Create an index on Enroll(StudentID)

(B) Create an index on Enroll(StudentID) and another index on Enroll(Grade)

(C) Create an index on Enroll(CourseID)and another index on Enroll(Term)

(D) Create an index on Enroll(CourseID, Term)

Question 4.  

Q4a.  Determine truth/falsehood of following each statement. Briefly justify your answers

1. Weak Entity is an entity type that borrows all of its primary key from another entity type. 

2. In generalization hierarchies, an entity type can be subtype of two or more entity types. 

3. The number of relationships in a star schema is one less than the number of entities.

4. Middleware is used in 2-tier client-server architecture.

5. A fragment definition may involve join over two tables.

Q4b.  Consider the following SQL3 statements that create three new types and two tables:

CREATE TYPE Point AS ( X  NUMBER,  Y  NUMBER, 

                                             METHOD  Distance(P2 Point)  RETURNS  NUMBER);

CREATE TYPE PolyType AS ARRAY(500) OF Point;

CREATE TYPE Polygon AS ( NumberOfPoints   NUMBER,  Geometry  PolyType,

        

                        METHOD Area()  RETURNS  NUMBER);

CREATE TABLE City (Name  CHAR(30), Population  NUMBER, Shape  Point);

CREATE TABLE Country (Name CHAR(30),  Gdp NUMBER,  Shape  Polygon);

Write the following queries using SQL3 syntax, 

1. List all countries (name and gdp) in the Country table whose area is greater than 20,000 units.

2. List all pairs of cities in the City table whose distance is less than 1,000 units. 

Q4c.  Fill the blanks of the following SQL3 statements to create a table to store information about departments. Each department has a unique department number and a manager. Department number is stored using SQL data type NUMBER. Manager attribute has a user defined data type of Employee_t, which is a subtype of Person_t. Each instance of Person_t  has a name and a date of birth. Emplolyee_t has a salary attribute as well.

CREATE ROW TYPE Person_t ((1)_____   CHAR(20), (2)____   DATE);

CREATE ROW TYPE Employee_t ((3)______   NUMBER) UNDER (4)_______;

CREATE TABLE Dept((5)____   (6)_______  ,    (7)______   NUMBER);

Question 5.  

Q5a.   Consider the following star schema: 

Dimension tables : Customer(CustID, Name, Address, Zipcode)

                               Product(ProdID, Name, UnitPrice, Color)

Fact table : Sales( CustID, ProdID, Quantity, Price)

Write SQL expression for the following queries

1. Compute CUBE of the Sales fact table (Use multiple SELECT statements instead of CUBE operator.)

2. List total sale of products for each color to customers in Zipcode 55455.

Q5b.   Consider the following databases schema. 

Student(Ssn, Name, Major)

Course(CourseNo, Name, Description, Department, Credits)

Offered(CourseNo, Semester, Year, InstructorId, Location)

Instructor(InstructorId, Name, Department)

Enroll(Ssn, CourseNo, Semester, Year, Grade)

Write SQL expression for the following questions about the security aspects of above database.

(Note : You are owner of above database and You grants below task to ‘studentXX’ user and ‘ProfShekhar’ user using grant/revoke statements and creating view whenever necessary.)

1. Student can view all the information in the course and instructor tables except for InstructorId.

2. Student can also view the courseno, semester, year, location and instructor name(not instructorid) of all courses that are being offered. 

3. Instructor, ‘ProfShekhar’ can view enrollment info(ssn, courseno, semester, year, grade) of students who are in his classes but only change the grade.

Q5c.   Consider the following database schema owned by userX.

Employee(Ssn, Name, Salary, Supperssn, Dno)

Works_on(Essn, Pno, Hours)

Project(Pno, Pname, Dno) 

Consider the following SQLs. Which statements fail during execution? Briefly justify your answers. (Note: [userX] means that userX executes the following SQL statements.)

  [userX]

     (1) REVOKE ALL ON Employee FROM PUBLIC;

     (2) REVOKE ALL ON Works_on FROM PUBLIC;

     (3) REVOKE ALL ON Project FROM PUBLIC;

     (4) CREATE VIEW Supervisor3 

             AS SELECT Ssn, Name FROM Employee WHERE dno=3;

     (5) GRANT SELECT ON Supervisor3 TO userA;

     (6) GRANT SELECT ON Works_on TO userB;

     (7) GRANT UPDATE ON Works_on(Hours) TO userB;

  [userA]

     (8) SELECT * FROM Supervisor3;

     (9) INSERT INTO Supervisor3 VALUES(33512, ‘Smith’);

  [userB]

    (10) SELECT Essn, Hours FROM Works_on;

    (11) CREATE INDEX Works_on_ind ON Works_on(Hours); 

    (12) UPDATE Works_on SET Hours=8, Pno=10 WHERE Essn=33415;       
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