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Q1. Consider a set S = { 15, 25, 8, 9, 13, 12, 10, 21, 23 } of primary key values for the tuples in a relation. 

Q1a. (15 points) Draw a B+ tree containing these key values. Assume that internal nodes can have at most 2 key values and leaf nodes have at most 2 key values. Do not show the B+tree after each insertion.

Q1b. (15 points) Draw a linear hashing file structure containing these key values. Assume that each bucket holds at most two data items and uses family of hash functions:  k mod 2, k mod 4,  ..., k mod power(2, i) for i = 1, 2, 3, ,, . 

Clearly identify active hash functions, next bucket to be split, and contents of buckets. 

Q2. Consider the following SQL query :

SELECT P.PNUMBER, P.DNUM, E.SSN

   FROM PROJET AS P, DEPARTMENT AS D, EMPLOYEE AS E

WHERE P.DNUM=D.DNUMBER AND D.MGRSSN=E.SSN 

      AND P.PLOCATION='Minnesota' AND E.SALARY > 400;

(Note: Refer to the database statistics in Figure 18.8 in the textbook. We assume uniform data distributions in each column.)

Q2a. (15 points) Draw an initial canonical query tree for the above query. Show the details of intermediate steps (intermediate trees, relational algebra rules used). Draw the final query tree produced from algebraic optimization. 

Q2b. (15 points) Assume your final query tree in Q2a applies all of the non-join predicates on that relation to each relation (PROJECT, DEPARTMENT, EMPLOYEE) before any join.  For each of the query's base relations (PROJECT, DEPARTMENT, EMPLOYEE), estimate the number of tuples that would be initially selected from that relation before any join processing begins and estimate its cost.

Q2c. (15 points) There are two different query plans that reflect different orders of join operations. Assume that each query plan applies all of selection operation on relevant relation before any join.

Consider the following potential join orders : 

1. ( ( PROJECT  |X|  DEPARTMENT ) |X|  EMPLOYEE)

2. ( PROJECT  |X|  ( DEPARTMENT  |X|  EMPLOYEE ) )

Which of join orders has the lower estimated cost? Explain.

(Hint: Reuse estimated cost for selection operation from part Q2b. You can ignore the cost of writing the result and make proper assumptions. )
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Q3. Let transactions T1, T2 be defined as follows:

T1: r1(X); w1(X); r1(Y); w1(Y);

T2: r2(X); w2(X);

Q3a. (10 points) How many different schedules of the above transactions are possible?

Q3b. (15 points) Consider schedules S1,S2,S3 below for T1 and T2, Determine whether each schedule is (conflict) serializable ?

S1: r1(X); w1(X); r1(Y); r2(X); w1(Y); w2(X);

S2: r2(X); r1(X); w1(X); r1(Y); w1(Y); w2(X);

S3: r1(X); r2(X); w1(X); r1(Y); w2(X); w1(Y);

